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are independent, then the SE rate at a given SSD corresponds to 
the fraction of go RT distribution cut off by SSD + SSRT (the dark 
shaded region in Figure 2A). Conversely, given the SE rate for a 
particular SSD, SSRT can be estimated by subtracting SSD from the 
appropriate percentile of go RTs. Subject-specific SSRT is typically 
estimated by averaging the SSRT estimates from different SSDs, 
or simply taken as the SSRT best explaining the SSD giving rise to 
50% error rate on stop strials. Consistent with the interpretation 
that SSRT measures some aspect of inhibitory ability, SSRT has 
been measured as longer in populations with presumed inhibitory 
deficits, such as attention-deficit hyperactivity disorder (Alderson 
et al., 2007), substance abuse (Nigg et al., 2006), and obsessive-
compulsive disorder (Menzies et al., 2007). Although the race model 
yields an elegantly simple description of classical behavioral data, 
it does not address how different cognitive processes contribute to 
stopping behavior, thereby precluding the possibility of predicting 
how experimental manipulations of different cognitive factors, such 
as reward and context, should affect stopping behavior. Relatedly, it 
cannot readily differentiate the underlying cognitive deficits seen in 
the various clinical populations.

We present a rational decision-making framework for inhibi-
tory control in the stop signal task. In our framework, sensory 
processing and action choice are optimized relative to a quantita-
tive, global behavioral objective function that takes into account 
the costs associated with go errors, stop errors, and response delay. 
Classical behavioral results in the stop signal task are shown to 
be natural consequences of rational decision-making in the task. 
Moreover, the model can quantitatively predict changes in stop-
ping behavior as a consequence of manipulations in task demands 
such as reward contingencies (Leotti and Wager, 2009). We show 
that a drift-diffusion model implementation of the race model 

1 INTRODUCTION
Humans and animals often need to choose among actions with 
uncertain consequences, and to modify those choices according 
to ongoing sensory information and changing task demands. The 
requisite ability to dynamically modify or cancel planned actions 
is termed inhibitory control, considered a fundamental component 
of flexible cognitive control (Barkley, 1997; Nigg, 2000). In this 
paper, we examine optimal inhibitory control in the context of the 
widely studied stop signal paradigm (Logan and Cowan, 1984), 
where the subject’s go response on a primary task, such as a two-
alternative forced choice discrimination task, is interrupted by a 
stop signal on some trials. Subjects are instructed to withhold the 
go response on stop trials: a successful response cancelation is a 
stop success (SS), whereas a response is considered a stop error 
(SE, see Figure 1). Typically, SE rate increases as the presentation 
time of the stop signal is delayed with respect to the go stimulus 
onset, in a characteristic pattern known as the inhibition function 
(e.g., Figure 5A, adapted from Emeric et al., 2007). More subtly, SE 
reaction time (RT) tends to be faster than go RT (e.g., Figure 5C, 
adapted from Emeric et al., 2007).

The classical model for the stop signal task is the race model 
(Logan and Cowan, 1984), where behavioral outcome on each trial 
is conjectured to arise from the competition of two independent 
processes: go and stop. In this model, a stop trial results in error if 
the go process finishes before the stop process (Figure 2A). Thus, 
the average stopping latency, called stop signal reaction time (SSRT) 
by the race model, determines how successfully the observer can 
interrupt the go process. Since the stop process and its outcomes 
are unobservable, SSRT is estimated from the observed go RT dis-
tribution and the error rate on stop trials at a given stop signal delay 
(SSD). Specifically, if SSRT is constant, and the go and stop processes 
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(e.g., Verbruggen and Logan, 2009b) can be seen as a simpler 
approximation to optimal decision-making, whereby parameters 
of the race model, such as the SSRT, must vary with task parameters 
in a systematic way to maintain the best approximation to opti-
mal decision-making. Thus, race model-like behavior, including 
the well-studied SSRT, can be understood as emergent properties 
of rational decision-making. Altogether, our results suggest that 
cognitive control plays a critical role in stopping behavior, and 
the brain implements optimal or near-optimal decision-making, 
possibly via a race-model-like process, in an adaptive and context-
dependent manner.

2 METHODS
Our computational model consists of two main components: (1) 
a monitoring process, which models sensory inference and learning 
about the identity, prevalence, and timing of the stimuli as hier-
archical Bayesian inference, and (2) a decision process, formalized 
in terms of stochastic control theory, that translates the current 
expectations based on sensory evidence into a choice of action. In 
our model, the available actions at any given time include the two 
possible go responses and waiting one more time step. Repeated 
selection of the wait option results in a stop response on a given trial. 

Consistent with typical experimental design, the model assumes 
that subjects are given a deadline for responding, and that they 
must withhold the go response for the same amount of time to 
indicate a stop response.

2.1 THE MONITORING PROCESS: BAYESIAN STATISTICAL INFERENCE
The monitoring process in our model tracks sensory information 
about the go and stop stimuli during each trial, integrating it with 
prior belief about the distribution of go stimulus identity, and the 
prevalence and timing of the stop signal. Figure 3 shows the gen-
erative model for sensory evidence in the task. The model assumes 
that subjects believe there are two hidden variables, correspond-
ing to the identity of the go stimulus (d = {0,1}), and whether or 
not the current trial is a stop trial (s = 1 for stop, s = 0 for go). 
Priors over d and s reflect experimental parameters: P(d = 1) = 0.5, 
P(s = 1) = r = 0.25, where r is the prior probability that a trial is a 
stop trial. Conditioned on d, a stream of independent and identical 
(iid) inputs are generated on each trial, x1,…,xt… where t indexes 
time within a trial from go signal onset, and the likelihood func-
tions are p(xt|d = 0) = f

0
(xt) and p(xt|d = 1) = f

1
(xt). Without loss 

of generality, we assume f
0
 and f

1
 to be Bernoulli distributions with 

rate parameters q
d
 and 1 − q

d
, respectively. The dynamic variable zt 

denotes the presence/absence of the stop signal: if the stop signal 
appears at time u then z1 = … = zu − 1 = 0 and zθ = … = 1. On a go 
trial, s = 0, the stop signal of course never appears, P(u = ) = 1. On 
a stop trial, s = 1, we assume that the onset of the stop signal has a 
constant hazard rate, i.e., u is generated from a geometric distribu-
tion: p(u|s = 1) = (1 − λ)u − 1λ. Conditioned on zt, there is a second, 
conditionally independent, stream of observations associated with 
the stop signal: p(yt|zt = 0) = g

0
(yt), and p(yt|zt = 1) = g

1
(yt). Again, 

we assume for simplicity that g
0
 and g

1
 are Bernoulli distributions 

with rate parameters q
s
 and 1 − q

s
, respectively.

The counterpart to the generative model is the recognition 
model, which specifies statistically optimal reverse-inference of 
the hidden variables based on the continual stream of sensory 
inputs. In the stop signal task, this means computing the poste-
rior probability about go stimulus identity, pd

t tP( = 1| )d x , and 
the stop signal presence, p P tz

t { ≤ | }u y t , where xt tx x{ , , }1 …  
denotes all the sensory inputs associated with the go stimulus, and 

FIGURE 1 | Schematic illustration of a saccadic version of the stop signal 
task. (A) On a majority of trials (go trials), a central fixation dot is followed by 
one of two targets requiring a saccade to the indicated location. (B) On stop 
trials, the target presentation is followed after a short delay (SSD) by 
reappearance of the fixation point. A saccade on a stop trial is a stop error 
(SE), and a successfully canceled movement is a stop success (SS). Figure 
adapted from Hanes and Schall (1995).

FIGURE 2 | Race model and drift-diffusion model for the stop signal task. 
(A) The race model (Logan and Cowan, 1984) proposes that the finishing times 
of two independent (go and stop) processes determine trial outcome: stop or 
go, depending on which finishes first. SSD + SSRT (stop signal reaction time) 
specifies the finishing time of the stop process, and determines what fraction of 
go trials will finish earlier and therefore result in a stop error. (B) An 
implementation of the race model using a drift-diffusion process, similar to 

(Verbruggen and Logan, 2009b). The go process consisting of a constant drift 
rate corrupted by additive Wiener (Gaussian, white) noise on each time step, a 
temporal offset (also known as the non-decision time), and a threshold for 
evoking the go response. The stop process is assumed to initiate at a time SSD 
after the go stimulus, and to take a time of SSRT (assumed to be fixed here) to 
reach the threshold. Whichever process finishes first determines trial outcome: 
go or stop.
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where P(s = 1|θ > t, yt) = P(s = 1|θ > t) again does not depend on 
past observations:

 

P s t
P t s P s

P t s P s P t s P s
= > =

( > | = 1) ( = 1)
( > | = 1) ( = 1) + ( > | = 0) ( =

( )1 | u
u

u u 00)

=
(1 − ) −1

(1 − ) −1 + 1 (1 − )

l

l

t r
t r r

·

· ·  

(5)

The belief state at time t, the vector bt
d
t

s
tp p= ( , ), represents all 

the information the ideal observer has about the stimulus proper-
ties on the current trial.

Figure 4A illustrates the behavior of this inference procedure, 
averaged across trials, for different types of trials. The evolution of 
the beliefs corresponding to the identity of the go stimulus (p

d
), and 

whether the trial is a stop trial (p
s
), are shown on trials without a stop 

signal (GO), as well as successful (SS) and error (SE) stop trials; in all 
examples, true d = 1. Over time, p

d
 increases in all three kinds of trials 

as sensory evidence about the go stimulus accumulates. On the other 
hand, p

s
 shows an initial rise due to prior expectation and then either 

decays to 0 on GO trials, or rises toward 1 on stop trials. Individual 
trajectories are stochastic due to noise in the sensory inputs. This sto-
chasticity induces a go response on some stop trials and not others: stop 
error trials (non-canceled trials) are those on which the go stimulus 
belief state happens to be rising fast, and the stop signal is processed 
slower than average. Successful stop trials show the opposite trend.

2.2 THE DECISION PROCESS: OPTIMAL STOCHASTIC CONTROL
Based on the belief state, subjects have to make a decision at each 
moment about whether to go now or wait at least one more time 
point in case this is a stop trial; and if they wait, they need to make 
the same decision again using one more data point. To model this 
decision process, we again assume an ideal observer implementing 
a Bayes-optimal decision policy. To say what is optimal, we need to 
specify a loss function that captures the reward structure of the task, 
against which the decision policy can be optimized. We assume there 
is a time cost of c per unit time on each trial to capture the oppor-
tunity cost of not responding quickly. Consistent with experimental 
design, we also assume a deadline D for responding on go trials and 
for determining a subject has withheld a go response long enough on 
a stop trial. In addition, there is a penalty cs

 for choosing to respond 
on a stop signal trial, and a unit cost for making an error on a go trial 
(by choosing the wrong discrimination response or exceeding the 
deadline for responding). Because only the relative costs matter in 
the optimization, we can normalize the coefficients associated with 
all the costs such that one of them is unit cost. Let t denote the trial 
termination time, so that t = D if no go response is made before the 
deadline, and t < D if a response is made. On each trial, the policy π 
produces a response time t ≤ D, as well as a binary response d∈{0,1} 
if a go response is made (t < D). The loss function is:

 
l d s D c cs(t d u t T T D T, ; , , , ) = + + +{ } { } { }1 1 1< , = < , ≠ , = = , =D s D s D s1 0 0d  

(6)

where 1{·} is the indicator function, evaluating to 1 if the condi-
tions in {·} are met, and 0 otherwise. The optimal decision policy 
minimizes the average or expected loss, L l d s Dp t d( , ; , , ) ,

 

L c c rP D s r P D d s

r P D s
sp t t t d

t

= + ( < | = 1) + (1− ) ( < , ≠ | = 0)
+ (1− ) ( = | = 0).

yt ty y! …{ , , }1  denotes all the sensory inputs associated with the 
stop signal observed so far. Note that P d pt

d
t( | )= = −0 1x , and 

P pt
z
t(u > | ) = 1−t y .

The computation of pd
t  is a simple application of Bayes’ rule:
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(1)

Inference about the stop signal is slightly more complicated 
due to the hidden dynamics in zt (going from signal-absent to 
signal-present at a stochastic onset time). We first compute pz

t
, 

the posterior probability that the stop signal has already appeared.
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(2)

where pz
0 0=  (stop signal never occurs at the same time as the go 

signal), and h(t) is the conditional probability that the stop signal 
will appear in the next instant given it has not appeared already, 
h t P t t t( ) )( = | > −1, −1u u y :

 

h t
rP t s
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r

r

t
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1−( ) + 1−

−1

−2

u

u

l l
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(3)

where, recall, r is the prior probability of a stop trial. h(t) does not 
depend on the observations, since given that the stop signal has not 
yet appeared, whether it will appear in the next instant does not 
depend on previous observations.

In the stop signal task, a stop trial is typically considered a stop 
trial even if the subject makes the go response before the stop signal. 
Following this experimental convention, we need to compute the 
posterior probability that the current trial is a stop trial, denoted 
p P ss

t t( = 1 | )y , which depends both on the current belief about 
the presence of the stop signal, and the expectation that it will 
appear in the future:

 
p p p P s ts

t
z
t

z
t t= 1+ 1−( ) = 1| > ,( )· · u y

 
(4)

FIGURE 3 | Graphical model for sensory input generation in our Bayesian 
model. Two separate streams of observations, {x1,…,xt,…} and {y1,…,yt,…}, 
are associated with the go and stop stimuli, respectively. xt depend on the 
identity of the target, d∈{0,1}. yt depends on whether the current trial is a stop 
trial, s = {0,1}, and whether the stop signal has already appeared by time 
t,zt∈{0,1}.
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or d = 0, depending on whether pd
t is greater or smaller than 0.5, 

respectively. The dependence of Qw
t  on Vt + 1 allows us to recursively 

compute the value function backward in time. Given Vt + 1 and bt, we 
can compute 〈Vt + 1〉 by summing over the uncertainty about the next 
observations xt + 1, yt + 1, since the belief state bt + 1 is a deterministic 
function of bt and the observations (Eqs 1 and 4).
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(11)

The initial condition of the value function can be computed 
exactly at the deadline since there is only one outcome (subject 
is no longer allowed to go or stop): V cD pD D

s
D( ) ( )b = + −1 . We 

can then compute { }V t
t
D
=1 and the corresponding optimal deci-

sion policy backward in time from t = D − 1 to t = 1. In our 
simulations, we do so numerically by discretizing the probability 
space for ps

t into 1000 bins; pd
t  is represented exactly using its 

sufficient statistics.

Minimizing L
p
 over the policy space directly can seem computa-

tionally daunting, since there is no obvious parameterization of the 
policy space; however, Bellman’s dynamic programming principle 
(Bellman, 1952) provides an iterative relationship in terms of the 
value function (defined in terms of costs here), Vt(bt)

 
V p a V dt t

a

t t t t t( ) min ( | ; ) ( ) ,b b b b b=  
+ + + +∫ 1 1 1 1

where bt
d
t

z
tp p= ( , )  is the belief state, and a ranges over all pos-

sible actions.
In our model, the action (decision) space consists of {go,wait}, 

with the corresponding expected costs (also known as Q-factors), 
Qg

t t( )b  and Qw
t t( )b , respectively. Note that our model produces a 

“stop” response on a trial by repeatedly deciding to wait rather than 
go until the deadline is reached.
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V Q Qt t

g
t

w
t( ) ,b = ( )min

 
(9)

The optimal decision policy chooses the action corresponding 
to the smaller Q-factor, and the value function is the smaller of the 
Q-factors Qg

t  and Qw
t . Note that the go action results in either d = 1 

FIGURE 4 | Inference and action selection in the stop signal task. (A) 
Evolution of the belief state over time, on go trials (green), successful stop trials 
(SS; blue), and error stop trials (SE; red). Solid lines represent the posterior 
probabilities assigned to the true identity of the go stimulus (one of two 
possibilities) for the three types of trials – they all rise steadily toward the value 
1, as sensory evidence accumulates. The dashed black vertical line represents 
the onset of the stop signal on stop trials. The probability of a stop signal being 
present (dashed lines) rises initially in a manner dependent upon prior 
expectations of frequency and timing of the stop signal, and subsequently rises 
farther toward the value 1 (stop trials), or drops to 0 (go trials), based on sensory 

evidence. (B) Average action costs corresponding to going (Qg
t , see text) and 

waiting (Qw
t , see text), using the same sets of trials as (A). The black dashed 

vertical line denotes the onset of the stop signal. A response is initiated when 
the cost of going drops below the cost of waiting. The RT histograms for go and 
error stop trials (bottom) indicate the temporal distribution of when the go cost 
crosses the stop cost in each simulated trial. Each data point is an average of 
10,000 simulated trials. Error bar = SEM. Simulation parameters: qd = 0.68, 
qs = 0.72, l = 0.2, r = 0.25, D = 50, cs = 0.2, cs = 0.004. See section 2 for 
definition of parameters. Unless otherwise specified, these parameters were 
used in all subsequent simulations.
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is t + t
0
, where t

0
 is a temporal offset parameter denoting non-

decision time (Ratcliff, 1978; Bogacz et al., 2006). For b > 0, the 
response is correct if h is first crossed, and incorrect if −h is first 
crossed; vice versa if b < 0. We note that there is redundancy in 
the parameterization, such that b, s, and h can all be scaled by the 
same constant and remain an identical process; we can therefore 
fix s = 1 without loss of generality. Thus, the go process has three 
free parameters: b, h, and t

0
.

The stop process, as typically modeled in the literature, 
(Logan and Cowan, 1984), is assumed to have a fixed finishing 
time of SSD + SSRT. Since SSD is given by experimental design, 
SSRT is the only free parameter for the stop process. On stop 
trials, if t + t

0 
< SSD + SSRT, an error response occurs at t + t

0
; 

otherwise, it is a correct stop trial and t is assumed to take on 
the value .

Our goal is to find a diffusion model approximation to opti-
mal decision-making. To do this, we compare the joint distri-
bution of RT and choice based on simulation of the optimal 
model, p(t,d), and that from a parametrization of the race model 
p(t,d|U). We look for settings of the diffusion model parameters 
U b t( , , , )0h SSRT  that would minimize the KL divergence 
between the two distributions:
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where the approximation comes from the fact that the expectation 
of the log likelihood ratio 〈logp(t,d)/p(t,d|U)〉 under the distribu-
tion p(t,d) can be approximated by a finite sum based on samples 
from p(t,d) – the approximation becomes exact as n → . We note 
the interesting observation that minimizing the KL divergence is 
identical to minimizing the coding cost of the samples from the 
true (optimal) distribution by the approximate diffusion model 
distributions; it is also identical to maximum likelihood estima-
tion of parameters of the approximate model as a function of the 
samples generated from the true (optimal) model.

To evaluate the sum, we generate n = 10,000 samples from 
the optimal model: {(t di i

n, )} =1ι , where the probability of each trial 
being a stop trial is r, and the probability of the go stimulus being 
each of the two alternatives is 0.5, both given by the actual experi-
mental design in question. We can compute p(t,d|U) exactly, up 
to a discretization of values of k(t), by convolving p(k(t)) with 
standard-normal noise and removing probability mass beyond 
both thresholds at the next timestep, to get p(k(t + 1)). This gives 
p(t,d|U) on go trials. On stop trials, we truncate the distribution 
at SSD + SSRT, which then gives us both the error stop trial RT 
distribution, as well as the error rate, for each SSD. We then sum 

Figure 4B illustrates how these action costs evolve over the 
course of a trial, averaged across trials of different types as before: 
go (GO) trials, stop error (SE) trials, and successful stop (SS) tri-
als. Since the probability associated with the (correct) go stimulus 
identity increases with accumulating sensory evidence, the cost of 
going drops, eventually crossing the cost of waiting and triggering 
a go response. On stop trials, the onset of the stop signal initiates 
an increase in the cost of going, when the cost of a stop error is 
factored in. In error stop trials, the go cost (Qg

t ) crosses the wait cost 
(Qw

t ) before the stop stimulus is fully processed. In successful stop 
trials, the go cost never dips below the wait cost. The RT histograms 
for go and error stop trials illustrate that, although the average go 
cost trajectories do not cross the average wait cost, every individual 
trajectory crosses over at some point on each trial.

2.3 APPROXIMATING OPTIMAL DECISION-MAKING BY A RACE MODEL
We make the relationship between optimal decision-making and 
race-like behavior concrete by considering a specific implementa-
tion of the race model. One reason for examining this connection 
is that race-like processes may serve as a neural implementation of 
behavior in the stopping task (Hanes et al., 1998; Pare and Hanes, 
2003; Boucher et al., 2007). In particular, we examine a diffusion 
model implementation which has long been used to model reac-
tion times (Stone, 1960; Laming, 1968; Ratcliff, 1978; Luce, 1986; 
Hanes and Schall, 1996; Gold and Shadlen, 2002; Mazurek et al., 
2003; Bogacz et al., 2006). Variants of the drift diffusion model 
have also been applied specifically to the stop signal task (Hanes 
and Carpenter, 1999; Verbruggen and Logan, 2009b).

Our implementation is illustrated in Figure 2B, where the go 
process consists of a constant drift rate with a starting point or 
offset, and additive, cumulative Gaussian noise on each time step 
of a trial. The stop process is modeled as a fixed-latency process 
with a corresponding latency parameter (SSRT). Although we could 
easily consider a stochastic stop process with its attendant rate and 
threshold, we specifically wish to model SSRT as measured in prac-
tice, i.e., by using a constant-SSRT assumption (Logan and Cowan, 
1984). Finally, go responses are initiated by the process crossing a 
threshold, unless it is at a time exceeding SSD + SSRT, which is the 
finishing time of the stop process – in the latter case, no response 
is produced. For each condition in the reward manipulation task 
(Section 3.2), we select values for these four parameters, rate, offset, 
threshold, and SSRT, in order to best approximate the cumulative 
RT and stop error distributions of the optimal model.

The basic drift-diffusion model has the following form:

 d dt dk b e= + W  (12)

where the rate parameter b determines the direction (positive 
or negative) and speed of the average movement of the dynamic 
parameter k, and dW denotes Wiener noise, such that e dW is 
normally distributed with mean 0 and variance e2dt. In practice, 
we simulate this process by discretizing time and approximating 
it with a random-walk:

 k t k t w( +1) ( )= + +b  (13)

with drift parameter b, and normally distributed noise w ∼ N(0, 
s2). We assume that a decision is made when k(t) first crosses the 
threshold h or −h, whichever first. The simulated RT for a trial 

Shenoy and Yu Rational decision-making in inhibitory control

Frontiers in Human Neuroscience www.frontiersin.org May 2011 | Volume 5 | Article 48 | 5

http://www.frontiersin.org/Human_Neuroscience/
http://www.frontiersin.org
http://www.frontiersin.org/Human_Neuroscience/archive


The race model explains these results as well, utilizing a similar 
proximate explanation: later initiation of the stop process allows 
more go trials to “escape,” giving rise to the form of the inhibition 
function; stochasticity in the go process allows the go process to 
sometimes escape the stop process, and those that do happen to 
escape have shorter finishing times (Logan and Cowan, 1984). A 
critical difference is that by focusing on the finishing times of the 
stop and go processes, but not their underlying computational 
import, the race model cannot predict a priori the effect of changes 
in experimental constraints on stopping behavior. We elaborate 
further on this contrast by considering the effect of reward manipu-
lations on stopping behavior.

3.2 INFLUENCE OF REWARD STRUCTURE ON STOPPING
Leotti and Wager (2009) showed that subjects can be biased 
toward stopping or going by experimentally manipulating the 
relative penalties associated with go and stop errors. Their experi-
ments associated a reward for fast go response times and pen-
alty for stop errors, and manipulated these values in an iterative 
fashion to induce a particular degree of bias in each subject, as 
measured by the fraction of stop errors committed. Figures 6A,B 
shows that as subjects are biased toward stopping, they make 
fewer stop errors and have slower go responses. Since our model 
explicitly parametrizes the relative costs of go and stop errors 
(c

s
 in Eq. 6), we can easily simulate such a manipulation by set-

ting c
s
 to a higher or lower value in Eq. 6. The new cost function 

induces different statistics in the trajectories of the action costs 
as in Figure 4B. In particular, making c

s
 larger makes expected 

go cost higher, as the same probability of a stop trial lead to a 
greater stop error cost, and this has the effect of slowing the initial 
downward trajectory of the go cost curve, and speed its repulsion 
away from the wait cost if later the stop signal is introduced – 
the over all effect, is to slow down go reaction times and lower 
stop error frequency. Simulation results from the optimal model 
(Figures 6D,E filled) confirm these intuitions and are similar to 
subjects’ actual behavior (top row).

Also shown in Figures 6C,F is the measure of stopping latency 
(SSRT) assumed by the race model, for human behavior and for 
the optimal model. Since the race model’s conjectured stop pro-
cess is not observable, the SSRT must be inferred from the go 
RT distribution and the stop error distribution. In particular, if 
going and stopping are assumed independent, and the SSRT is 
approximated as constant, then the difference between the mid-
points of the RT and stop error cumulative distribution functions 
is an estimate of the SSRT (Logan and Cowan, 1984). Note, how-
ever, that when this estimation process is applied to human data 
in the experiment, the SSRT changes with reward manipulation 
(Figure 6C), and therefore cannot be used in isolation as a subject-
specific index of inhibition. Although SSRT is not an explicit 
component of our framework, nevertheless the same procedure 
outlined above can be used to estimate it for our model simula-
tions, yielding the very same trend (Figure 6F, filled). The close 
match with human behavior suggests that SSRT is an emergent 
property of the interaction between going and stopping, and vari-
ations in SSRT are directly explained by optimal adjustments to 
the tradeoff between them.

the log likelihood of each sample (ti
,d

i
) under p(t,d|U) over all 

10,000 samples. We do so for each setting of the diffusion model 
parameters U, and use Matlab’s fmincon function to find the 
best-fitting parameters.

3 RESULTS
3.1 STOPPING BEHAVIOR AS A NATURAL CONSEQUENCE OF RATIONAL 
DECISION-MAKING
In the stop signal task, subjects typically make more stop errors 
when the stop signal delay (SSD) is longer, and response times 
on stop error trials are on average faster than go RTs (Logan and 
Cowan, 1984; Hanes and Schall, 1995; also see Verbruggen and 
Logan, 2009a for a recent review). Figure 5 shows how this behavior 
arises naturally as a consequence of rational decision-making in the 
task. Data from human subjects performing a saccade version of 
the stop signal task (Emeric et al., 2007; Figures 5A,C), and from 
model simulations (Figures 5B,D), show the same characteristics: 
error rate increases as SSD increases, and RTs on stop error trials 
are on average faster than go trials.

Intuitively, the later the stop signal, the more likely that the cost 
of going has already dropped below the cost of waiting before the 
stop signal information can be factored in (see Figure 4B), leading 
to the increasing SE curve or inhibition function shown here. Faster 
RT on SE trials is an outcome of stochasticity in the processing of 
the go and stop signals; as shown in Figures 4A,B, stop error trials 
are those in which the go stimulus is processed faster than average 
(and the stop stimulus slower than average). This difference gives rise 
to the observed faster RT, illustrated by the histograms in Figure 4B.

FIGURE 5 | Classical properties of stopping behavior arise naturally from 
optimal decision-making. (A) Inhibition function: errors on stop trials increase 
as a function of SSD. (B) Similar inhibition function seen for the model. (C) 
Discrimination RT is generally faster on stop error trials than go trials. (D) 
Similar results seen in the model. (A,C) Data adapted from Emeric et al. (2007) 
with permission from Elsevier.
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the resulting race model fit is able to approximate the RT distribu-
tions and the stop error distribution functions qualitatively well, 
as a result of the optimization procedure selecting the appropriate 
race model parameters for each condition.

In summary, optimal decision-making may be implemented 
by a suitably parameterized race-diffusion model, suggesting one 
possible neural mechanism for behavior in the task. Furthermore, 
with an explicit procedure for fitting the race model to the optimal 
model, we can predict a priori how the race model parameters, such 
as SSRT, should change under different experimental manipula-
tions, since the optimal model encodes the experimental parameters 
in a principled manner and gives precise predictions of associated 
behavioral changes.

4 DISCUSSION
We presented a rational decision-making framework for inhibi-
tory control in the stop signal task. Our framework optimizes sen-
sory processing and action choice relative to a quantitative, global 
 behavioral objective function that explicitly takes into account the 
various costs associated with go errors, stop errors, and response 

3.3 RACE MODEL AND SSRT AS EMERGENT PROPERTIES OF OPTIMAL 
BEHAVIOR
We examine the relationship between the race model and optimal 
behavior by fitting a diffusion model implementation of the race model 
to output from the optimal model (Figure 2B, see section 2 for details). 
We examined how parameters of the best-fitting diffusion model vary 
as the reward structure of the task is manipulated (i.e., c

s
 takes on dif-

ferent values). The best-fitting parameters are shown in Figure 7, and 
indicate that the SSRT parameter indeed has to be adjusted in a manner 
consistent with our optimal model’s predictions, as well as the experi-
mental data (Leotti and Wager, 2009). The fit also shows that the rate 
and threshold do not vary substantially. However, the offset parameter 
(non-decision time) increases with increasing stop error cost – this is 
consistent with later response times, without apparent informational 
gain, as c

s
 increases. In general, the best-fitting race model for each c

s
 

behaves very similarly to the optimal model (Figures 6D–F, unfilled).
Figure 8 shows the race model fits resulting from this optimi-

zation procedure, with (Figures 8A,B) showing the reaction time 
distribution of GO and stop error trials, as well as the cumulative 
SE distributions from the optimal model. Figures 8C,D show that 

FIGURE 6 | Effect of reward manipulation on stopping behavior. (A–C) Data 
from human subjects performing a variant of the stop signal task where the ratio 
of rewards for quick go responses and successful stopping was varied, inducing 
a bias toward going or stopping (adapted from Leotti and Wager, 2009 with 
permission from APA). As stop errors are punished more severely, subjects have 
lower stop error rate (A), slower go RT (B), and faster SSRT (C); low stop error 

penalty induces the opposite pattern. (D–F) The optimal decision model (black) 
and its best-fitting race model approximation (white) show similar trends as a 
function of stop error penalty (relative to go errors). “High,” “Med,” “Low” refer 
to high (cs = 0.5, medium (cs = 0.25), and low (cs = 0.15) stop error penalty, 
respectively. For model simulations (D-F), each bar denotes average of 10 
simulated “sessions,” each session consisting of 10,000 trials. Error bar = SEM.

FIGURE 7 | Race model approximation to optimal decision-making as 
stop error penalty is varied. The figure shows the best race parameters, 
implemented as a diffusion model shown in Figure 2, that approximate the behavior 
of the optimal model, as the cost of stop errors is changed. The temporal offset to 

the start of the diffusion process increases (C), and SSRT decreases (D); rate and 
threshold parameters are unaffected (A, B). Changes in SSRT are similar to those in 
optimal model and experimental data (Figure 5). Each bar denotes average of 10 
simulated “sessions,” each session consisting of 10,000 trials. Error bar = SEM.
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ferent task conditions in order to best approximate the optimal 
model, and in order to account for experimental data (Emeric et al., 
2007; Leotti and Wager, 2009). Our framework can therefore guide 
the search for, and provide a computational understanding of, the 
neural mechanisms underlying stopping behavior. For example, we 
conjecture that FEF neurons represent and track the relative values 
of various available actions such as going, waiting, and cancelation.

In our model, the RT distribution is the outcome of an 
adaptively optimal policy acting on accumulated noisy sensory 
evidence, in light of the global objective function. Notably, the 
optimal policy is deterministic given a particular sequence of 
sensory inputs, so that stochasticity in response latency is entirely 
driven by stochasticity in sensory inputs, which determine RT 
variance and all other higher-order moments in the RT distribu-
tion. A related but distinct framework (Daunizeau et al., 2010) 
considers the restricted space of non-adaptive policies where a 
fixed stopping time is chosen at the outset of the trial, based on 
minimizing the expected cost for the chosen stopping time. It is 
non-adaptive in the sense that it chooses a mean stop time without 
considering the actual sequence of sensory inputs observed, and 
assumes variability around that mean to arise independently from 
a non-sensory origin. However, substantial experimental data 
suggest that simple perceptual decisions involve accumulation 
of evidence up to a bound, related to a specific confidence level 
in the probability space (and therefore dependent on the actual 
sequence of noisy inputs observed), rather than up to a chosen 
stopping time (see e.g., Gold and Shadlen, 2007 for a review). 
Moreover, from a theoretical perspective, optimal policies for the 
type of stopping problems, including the stop signal task con-
sidered here as well as the simpler two-alternative forced choice 
tasks (e.g., Gold and Shadlen, 2007), are known to live within the 

delay. We show that classical behavioral results in the stop signal task 
are natural consequences of rational decision-making. Moreover, 
the model can quantitatively predict the influence of subtle manip-
ulations of task parameters, such as reward contingencies (Leotti 
and Wager, 2009), on stopping behavior. Our results suggest, there-
fore, that cognitive processing in the task is a continual, intertwined 
choice between go and wait (stop), under the influence of multiple 
cognitive factors in a computationally optimal manner.

We also examined the relationship between the race model and 
the rational decision-making model. The two models are moti-
vated by fundamentally different levels of analysis, corresponding 
to algorithmic and computational models in Marr’s (1982) levels 
of analysis. Despite its elegant simplicity and ability to explain a 
number of classical behavioral results, the descriptive nature of 
the race model precludes an a priori prediction of how behavior 
should change in order to accommodate various cognitive goals 
and task constraints. On the other hand, the optimal model requires 
complex computations unlikely to be directly implemented by the 
brain. Even if subjects’ behavior is similar to model predictions, the 
brain may well implement a simpler approximation to the optimal 
algorithm. Recent studies suggest that the activity of neurons in 
the frontal eye fields (FEF; Hanes et al., 1998) and superior col-
liculus (Pare and Hanes, 2003) of monkeys could be implement-
ing a version of the race model (Hanes et al., 1998; Boucher et al., 
2007; Wong-Lin et al., 2009). Specifically, movement and fixation 
neurons in the FEF show responses that diverge on go and correct 
stop trials, indicating that they may encode computations leading 
to the execution or cancelation of movement. If the race model is 
an appropriate description of these neural activities, however, we 
showed that the race model (and its diffusion model elaboration) 
will need its parameters, such as SSRT, carefully adjusted in dif-

FIGURE 8 | Race model approximation to optimal decision-making as stop error penalty is varied: inhibition function and RT distribution. (A,B) Optimal model. 
(C,D) Diffusion race model. Left: RT distributions for GO and SE trials. SSD = 15, cs = 0.25, as in Figure 6. Right: Inhibition function for different stop error costs (low: cs = 0.15, 
med: cs = 0.25, high: cs = 0.5). Results based on 10,000 simulated trials from the optimal model, and also from the corresponding best-fitting diffusion race model.
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adaptive policy space, and not in the very restrictive sub-class of 
non-adaptive policies (Wald and Wolfowitz, 1948; Chow et al., 
1971). In particular, adaptive policies can better accommodate 
moment-by-moment changes in perceived sensory information 
(Kiani et al., 2008). We note here that the original race model is 
agnostic with respect to to the source of stochasticity in reaction 
times, taking it as the consequence of some inherent stochasticity 
in the unspecified go and stop processes. However, the race model 
can be implemented using a drift-diffusion model to make explicit 
the role of sensory noise in decision-making, as we demonstrate 
in our simulations.

In our model, a stop decision is implemented as a sequence of 
wait actions. Neurophysiological evidence from monkeys (Hanes 
et al., 1998) and humans (Aron et al., 2007a,b) suggest that suc-
cessfully stopped actions may involve increased activity in certain 
neural populations such as the fixation neurons of the FEF, or 
cortical regions such as the inferior frontal gyrus and subtha-
lamic nucleus implicated by human imaging studies. Studies in 
humans involving fMRI and tractography data suggest that the 
inferior frontal gyrus may implement a stop action via a hyper-
direct pathway to the subthalamic nucleus (Aron et al., 2007a,b). 
One important and planned line of inquiry for our work is to 
consider a rational model with an explicit stop action, in order 
to better account for what is known about the neurophysiology 
of stopping.

The stop signal task is traditionally thought of as probing 
behavioral inhibition, whereas other tasks such as the Stroop and 
Eriksen tasks (Stroop, 1935; Eriksen and Eriksen, 1974) are thought 
to engage cognitive inhibition (see e.g., Nigg, 2000 for a taxonomy). 
In contrast to this view, the close correspondence between our 
rational decision-making model and human behavior at the task 
demonstrates the influence of multiple cognitive factors on stop-
ping behavior. Our previous work also showed that behavior in 
the Eriksen task (Yu et al., 2009) can arise from Bayesian statisti-
cal inference in a bounded rational manner (Simon, 1956). An 
interesting challenge is to explore how performance measures from 
these various inhibitory control tasks relate to each other within 
individuals, both empirically and from a computational perspective 
(Friedman and Miyake, 2004).

One major aim of our work is to understand how stopping abil-
ity and SSRT arise from various cognitive factors. Our work shows 
that SSRT arises from number of contributing elements: reward/
penalty-sensitivity, sensory processing rate, and top-down expecta-
tions such as that of stop signal frequency. Thus, SSRT should not 
be viewed as a unique, invariant measure of stopping ability for 
each subject, but rather as an emergent property of the dynamic, 
context-dependent comparison between going and stopping. This 
more nuanced view of stopping ability and SSRT may aid in the 
careful analysis of impaired stopping ability, e.g., longer measured 
SSRTs, in a number of psychiatric and neurological conditions, 
such as substance abuse (Nigg et al., 2006), attention-deficit hyper-
activity disorder (Alderson et al., 2007), schizophrenia (Badcock 
et al., 2002), obsessive-compulsive disorder (Menzies et al., 2007), 
Parkinson’s disease (Gauggel et al., 2004), Alzheimer’s disease 
(Amieva et al., 2002), and so on. It is unlikely that these various 
conditions share an identical set of underlying neural and cog-
nitive deficits. In our framework, almost all model parameters, 
such as the fraction of stop trials, the SSD distribution, stop error 
cost, and go response deadline, are set directly by the experimental 
design. The only exceptions are parameters representing the sensory 
noise corrupting go stimulus and stop signal processing. These 
sensory parameters may be one important source of inter-subject 
 differences. However, it is also likely that in practice, individuals 
have different estimates for the other parameter values on any given 
trial in an experiment, given their prior biases, memory capacity, 
individual experiences, and learning rates. Since our model makes 
explicit the dependence of subject behavior on subtle differences in 
these subject-specific parameters, these parameters can be inferred 
from behavioral data directly via model-fitting. In the future, we 
plan to use model-fitting techniques, in conjunction with calibra-
tion experiments for independent estimation of behavioral biases, 
to study individual and group differences in inhibitory control.
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Abstract

Two-alternative forced choice (2AFC) and Go/NoGo (GNG) paradigms are some-
times used interchangeably to study sensory and cognitive processing. While GNG is
thought to isolate the decisional component by eliminating response selection, experi-
mental data suggest a systematic bias toward the Go stimulus in GNG (more and faster
Go responses), compared to the same two stimuli used in 2AFC (e.g., Bacon-Mace,
2007). We postulate that this "impatience" to go is due to the implicit asymmetry
in the GNG cost structure. Using a Bayesian inference and risk-minimization frame-
work, we show how minimizing both response error and delay leads to the Go bias: the
NoGo response must wait until the response deadline has passed to register, while a Go
response immediately terminates the trial. We show that the optimal decision policy
is formally equivalent to a drift-diffusion model (DDM), with a time-varying thresh-
old that decreases backwards toward stimulus onset, as the temporal cost of choosing
NoGo increases when further away from the response deadline. Counterintuitively,
previous work directly fitting a fixed-threshold DDM to behavioral data (Gomez et
al., 2007) found the threshold to be higher in GNG than 2AFC. We show that fitting
a fixed-threshold DDM to the optimal model produces the same effects. Our results
demonstrate that the observed discrepancies between GNG and 2AFC decision-making
may specifically arise from rational strategic adjustments due to the cost structure
differences, and may well employ a common sensory and cognitive processing infras-
tructure otherwise. Two experimentally verifiable predictions are made by the optimal
decision-making model with respect to the GNG task: (1) false alarm rate increases
as a function of response time (the constant-threshold DDM approximation predicts a
constant alarm rate), (2) lengthening the response deadline exacerbates the Go bias.
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Introduction

The two-alternative forced-choice (2AFC) task is a standard experimental paradigm used
in psychology and neuroscience to investigate all aspects of sensory, motor, and cognitive
processing (Luce, 1991). Typically, the paradigm involves a forced choice between two re-
sponses based on a presented stimulus, with the measured response time and accuracy of
choices shedding light on the cognitive and neural processes underlying behavior. Another
paradigm that appears to share many features of the 2AFC task is the Go/NoGo (GNG)
task ((Donders, 1969), see Luce(Luce, 1991) for a review), where one stimulus category is
associated with an overt Go response that has to be executed before a response deadline,
and the other stimulus (NoGo) requires withholding response for a certain amount of time.
In principle, the GNG task could be used to probe the same decision-making problems as
the 2AFC task, with the possible advantage of eliminating a “response selection stage” that
may follow the decision in the 2AFC task (Donders, 1969; Gordon & Caramazza, 1982). In-
deed, the GNG task has been used to study various aspects of human and animal cognition,
e.g., lexical judgements (Hino & Lupker, 2000; Perea, Rosa, & Gomez, 2002), perceptual
decision-making (Thorpe, Fize, Marlot, & Others, 1996; Delorme, Richard, & Fabre-Thorpe,
2000; Mack & Palmeri, 2010), and the neural basis of choice behavior (in particular, distin-
guishing among neural activations associated with stimulus, memory, and response)(Sommer
& Wurtz, 2001; Hasegawa, Peterson, & Goldberg, 2004; Aston-Jones, Rajkowski, & Kubiak,
1994). However, experimental evidence indicates that there is a significant choice bias to-
ward the overt (Go) response in the GNG task (Delorme et al., 2000; Bacon-Macé, Kirchner,
Fabre-Thorpe, & Thorpe, 2007; Gomez, Ratcliff, & Perea, 2007; Aston-Jones et al., 1994),
generating shorter response times and more false alarms in the overt response, than when
compared to the same stimulus pairings in a 2AFC task (Gomez et al., 2007; Bacon-Macé
et al., 2007). It has been suggested that this choice bias may reflect different sensory and
cognitive processes underlying the two tasks, and thus making the two non-exchangeable
in the study of perception and decision-making (see e.g., (Jones, Cho, Nystrom, Cohen, &
Braver, 2002; Gibbs & Van Orden, 1998)).
We hypothesize that this discrepancy may simply arise from differences in the implicit reward
(cost) structure of the two tasks: the NoGo response incurs a higher imposed waiting cost
than the Go response, since the NoGo response must wait until the response deadline has
passed to register, while a Go response immediately terminates the trial; in the 2AFC task,
the cost function, whether in times of error or delay, is obviously symmetric across the two
alternatives. We propose that the implicit cost structure difference in GNG may be able to
fully account for the Go bias in GNG compared to 2AFC tasks, without the need to appeal to
other differences in sensory or cognitive processing. To investigate this hypothesis, we adopt
a Bayes-optimal inference and decision-making modeling framework for both the 2AFC and
GNG tasks, whereby sensory processing is modeled as iterative Bayesian integration of noisy
evidence, and the decision of when/how to respond rests on a decision policy that minimizes
a behavioral cost function that is a linear combination of expect decision delay and response
errors. This formulation has already yielded considerable insight into the behavioral and
neural processes underlying perceptual decision-making in 2AFC (Gold & Shadlen, 2002;
Mazurek, Roitman, Ditterich, & Shadlen, 2003; Bogacz, Brown, Moehlis, Holmes, & Cohen,
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Figure 1: Systematic error biases in the GNG task. (A) The figure shows error rates associ-
ated with a perceptual decision-making task performed by subjects in both Go/NoGo and
Yes/No (forced choice) settings. Although the error rates in the forced choice settings were
similar for both classes, there was a significant bias towards the Go response in the GNG
task, with more false alarms than omission errors. (B) Mean response time on the GNG task
was lower than that on the 2AFC task. (Data adapted from Bacon-Mace et al., 2007).

2006). Here, we generalize this framework to also incorporate the GNG task, by assuming
that a subject’s sensory discrimination process and valuation of decision accuracy and speed
are identical between 2AFC and GNG, with the only difference between them being the
asymmetric temporal cost function in the GNG task, the Go response terminating a trial
while a NoGO response is registered after the response deadline.
In the following sections, we describe our proposed Bayesian inference and decision-making
model, and compare simulations of the optimal decision-making model with published ex-
perimental data of subjects performing perceptual decision-making in 2AFC and GNG tasks
(Bacon-Macé et al., 2007). We also examine other evidence supporting rational decision-
making in the GNG task (Nieuwenhuis, Yeung, Wildenberg, & Ridderinkhof, 2003). Next,
we examine the formal relationship between the optimal model and a computationally simpler
drift-diffusion model (DDM) with fixed decision threshold, which has been previously used
to fit behavioral data from the GNG task (Gomez et al., 2007; Mack & Palmeri, 2010). Fi-
nally, we present experimentally verifiable predictions of the optimal decision-making model,
including those that specifically differ from the fixed-threshold DDM approximation.

Bayesian inference and risk minimization in choice tasks

Figure 1 summarizes a critical difference in human choice behavior in the GNG/2AFC tasks.
The figure shows data from subjects attempting to identify whether a briefly-presented noisy
image contains an animal or not (Bacon-Macé et al., 2007). Subjects performed the task in
two separate conditions: GNG (only respond to target images), and 2AFC (respond yes/no
to each image). Even though error rates were comparable for both target and nontarget
stimuli in the 2AFC task, subjects showed a significant bias towards the Go response in the
GNG task, resulting in higher false alarms than omission errors (Figure 1A). Further, RT
on the GNG task was significantly faster than RT on the 2AFC task (Figure 1B).
For the 2AFC task, a large body of literature supports the “accumulate-to-bound” model of
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perceptual decision-making, (Ratcliff, 1978; Gold & Shadlen, 2002; Mazurek et al., 2003),
where moment-to-moment sensory input (“evidence” in favor of either choice) is accumulated
over time until it reaches a bound, at which point, a response is generated. Neural and
behavioral data (Gold & Shadlen, 2007) support a specific probabilistic interpretation for
this accumulated evidence, where neural activity in the lateral intraparietal area is thought
to represent as the log odds in favor of one of the two choices. In such a framework, the
bound for the accumulation process (Roitman & Shadlen, 2002) is equivalent to the decision-
threshold as specified by the sequential probability ratio test (SPRT, (Wald, 1947)), which
is known to optimize a trade-off between speed and accuracy (Wald & Wolfowitz, 1948;
Bogacz et al., 2006). In particular, the optimal decision policy is a constant threshold on
the posterior probability favoring either hypothesis in the case where there is no response
deadline.
We use a generalization of this framework (Frazier & Yu, 2008) to account for response
deadlines in both tasks; in the GNG task, the NoGo “response” is to withhold response for
a specified interval, which forms an implicit deadline. We model evidence accumulation as
iterative Bayesian inference over the identity of the stimulus, and decision-making as a choice
procedure that minimizes overall cost given the inferred stimulus identity. We adapt this
framework to jointly model behavior in both the 2AFC and GNG tasks, as detailed in the
following sections.

Evidence integration as Bayesian inference

We model evidence accumulation as Bayes-optimal inference over the stimulus identity based
on instant-by-instant sensory evidence. Specifically, we assume a generative model where the
observations are a stream of sensory input xt , (x1, x2, . . . xt) at time t, providing evidence
of the hidden category label d ∈ {0, 1}. Conditioned on the label d, the instantaneous
evidence xt is generated i.i.d from one of two likelihood functionsf0(·) and f1(·). We model
the likelihod functions as Gaussian distributions with means ±µ, and a variance parameter
σ2 controlling the noisiness of the stimuli.
The recognition model specifies the mechanism by which stimulus identity is inferred from
the noisy observations xt. In our model, we compute an optimal posterior belief over the
category label conditioned on the evidence, bt , P{d = 1|xt}, by iteratively applying Bayes’
rule:

bt+1 =
btf1(xt+1)

btf1(xt+1) + (1− bt)f0(xt+1)

where b0 , P{d = 1} is the prior probability over the category label. We hypothesize that
the same evidence accumulation mechanism underlies decision-making in both tasks.

Action Selection as cost-minimization

We model behavior in the two tasks as a sequential decision-making process where, at each
instant, the model needs to choose between responding (with the appropriate response), or
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waiting one more time step. By waiting, more evidence can be acquired in order to better
disambiguate the sensory stimulus and improve accuracy. In addition, in the GNG task, a
NoGo stimulus requires a series of wait actions until a predefined response deadline D. We
define optimal behavior in the task in terms of a loss function that is a linear combination
of decision time and response errors. Thus, the optimal policy selects, at each time step, the
action associated with the lowest expected cost given the instantaneous belief state.
Specifically, we assume a cost per unit time spent choosing a response (c), a penalty ce for
erroneous responses, and a penalty cd for exceeding the deterministic response deadline D.
Here we set ce = cd = 1 for simplicity. The optimal Bayes-risk minimization policy for the
2AFC task is the policy that minimizes the expected loss over all possible stimulus sequences:

Lπ = c〈τ〉+ P{δ 6= d}+ P{τ = D}

Here 〈τ〉 is the average of the response times τ for the model. If no response is registered by
the time of the deadline, τ is set to D. This formulation is identical to the deadlined 2AFC
response model we proposed in our earlier work (Frazier & Yu, 2008).
We define a loss function for the GNG task in an analogous manner. For the GNG task,
choosing the overt (Go) response terminates the trial, but incurs a penalty if it was a NoGo
trial. On the other hand, NoGo trials necessarily require the subject to continue to wait
until the response deadline. The loss function for the GNG task is therefore:

Lπ = c〈τ〉+ P{d = 0, τ < D}+ P{d = 1, τ = D}

The principal difference between the two tasks as formulated here is the loss function. In the
2AFC task, a trial is terminated by a response irrespective of the category of the stimulus.
However, in the GNG version, subjects have to wait until the response deadline on trials
that are associated with the “NoGo” response. This introduces a significant extra cost of
time for NoGo responses, suggesting that it may in some cases be better to select the Go
response despite the relative paucity of sensory evidence. We explore these aspects in detail
in the following section.

Results

Opportunity cost and the Go/NoGo decision threshold

Figure 2A compares the optimal decision-making threshold for the two tasks, as a function
of time. This is the threshold for the belief state bt at which a response is generated. For the
2AFC task, the optimal policy is a pair of thresholds that are relatively constant over time,
but collapse to a point as the deadline approaches, in order to avoid missing the response
deadline (cf. (Frazier & Yu, 2008)). In contrast, the threshold for the GNG task (dotted
line) is a single threshold that varies over time, and is lower at the beginning of the trial.
This is a direct consequence of the opportunity cost involved with waiting until the deadline:
if the deadline is far away, the cost of waiting may be more than the cost of an immediate
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Figure 2: Rational behavior in 2AFC and GNG tasks. (A) The figure shows the decision
threshold as a function of belief state across the 2AFC and GNG tasks. The optimal decision
boundary for 2AFC is a pair of parallel thresholds that decrease and meet at the response
deadline) (indicated by dashed vertical line). The Go/NoGo decision boundary is a single
initially increasing threshold (dashed line), that decreases to 0.5 at the response deadline.
(B) Model simulations show a bias towards the overt response in the GNG task, leading to
reduced errors to the Go stimulus, and higher error rate on NoGo stimuil.

error that terminates the trial. This varying decision threshold is conceptually similar to
the decreasing decision threshold that arises as a consequence of the cost of exceeding the
deadline seen in the figure above (Frazier & Yu, 2008).

Decision-making in 2AFC and GNG tasks

Figure 2B;C shows the effect of the time-varying threshold on RT and accuracy in an example
model simulation. Figure 2B shows that the GNG model is significantly biased towards the
Go response, with a higher fraction of false alarms than misses. This asymmetry is absent
in the 2AFC model performance. In addition, GNG response times are faster than 2AFC
response times (Figure 2C). This bias is a direct result of the time-varying threshold in the
GNG task; early on in the trial, the decision threshold is lower, and produces fast, error-prone
responses.
This model prediction is confirmed by data from human perceptual decision-making. Figure
1 shows behavioral data in the two tasks (Bacon-Macé et al., 2007)– subjects determined
from a brief presentation of a noisy visual stimulus whether or not the image contained an
animal. The same task was performed in two response conditions: 2AFC, where each stimu-
lus required a yes/no response, and GNG, where subjects only responded to image containing
the target. Figure 1A shows that in the 2AFC condition, subjects are not significantly biased
towards either response, with both false alarms and miss rates being similar to each other.
On the other hand, in the Go/NoGo condition, subjects showed a significant bias towards
the overt response, thus producing substantially more false alarms and fewer misses. In the
GNG task, their RT was significantly shorter than in the 2AFC task (Figure 1B). Similar
results are reported by Gomez et al. in the context of lexical decision-making (Gomez et al.,
2007) – although our model is not directly applicable to the lexical decision-making tasks
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Figure 3: Influence of stimulus statistics on Go bias. Our model predicts that alse alarms
are more frequent than misses (A), and are also faster than correct Go RTs (B). The Go
bias, which is apparent at 50% Go trials, is signficantly increased when Go trials are more
frequent (80%), and reduced when Go trials are reduced to 20% of the trials. (C-D) Human
subjects showed a trend in their choice behavior at a letter discrimination task (Data from
Nieuwenhuis et al., 2003).

they study, the asymmetric cost function in the GNG task nevertheless produces a trend
towards early, error-prone responses.

Influence of stimulus probability on Go bias

To further investigate the behavior of the GNG model, and the degree of Go bias, we ex-
amined data from experiments where the overall frequeny of trial types was varied. For
instance, Nieuwenhuis et al. (Nieuwenhuis et al., 2003) examined the effect of trial type
frequency on behavioral and and electrophysiological measures in the GNG task. They used
a block design to compare choice accuracy and RT when the fraction of NoGo trials was set
to 20%, 50%, and 80%. As shown in Figure 3A;B, subjects’ behavior was reliably modulated
by trial type frequency– as NoGo trials became more prevalent, the rate of false alarms
dropped substantially. The choice data show that, consistent with Figure 2 and a host of
other experimental data, there is a significant bias towards the Go response when Go and
NoGo trials are equiprobable, and this bias is increased (respectively diminished) as NoGo
trials are fewer or more frequent (see also (Low & Miller, 1999)). The figure also shows that
RT for both correct Go and erroneous NoGo responses increase with the frequency of NoGo
trials.
Optimal model simulations shown in Figure 3C;D capture the choice & RT trends seen in the
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Figure 4: Drift-diffusion model (DDM) for 2AFC and GNG tasks (A) A simplified version of
the DDM for 2-choice tasks, where a noisy accumulation process with a certain rate produces
one of two responses when it reaches a positive or negative threshold. In addition to the
rate and threshold parameters, a third parameter (the temporal offset to the start of the
accumulation process) represents the nondecision processes associated with visual and motor
delays. (B) DDM fits to 2AFC and GNG choice data(Gomez et al., 2007, Mack & Palmeri,
2010) suggest that the GNG task is associated with a higher threshold and shorter offset
than the 2AFC task. (C) Optimal decision-making model predicts a lower, time-varying
threshold for the GNG task.

data. In our formulation, although the decision boundary is unchanged by the experimental
manipulation, the stimulus frequency induces a prior belief over the identity of the stimulus,
and thus represents the starting point for the evidence accumulation process. When Go
trials are rare, the starting point is far from the decision boundary, and. it takes longer for a
response to be generated. Further, due to the extra evidence needed to overcome the prior,
choices are less likely to be erroneous.

Drift-diffusion models and optimal behavior

By examining RT and choice data from lexical judgment, numerosity judgment, and memory-
based decision making tasks, Gomez et al. (Gomez et al., 2007) found that a DDM with
an implicit negative boundary associated with the NoGo stimulus provided a good fit to
RT data. Further, joint parameter fits to 2AFC and GNG choice data indicated that the
principal difference in the two tasks was in the nondecision time and decision threshold;
the rate parameter (representing the evidence accumulation process) was similar in both
tasks. In particular, they suggested that the nondecision time was shorter, and the decision
threshold higher than in the 2AFC task (Figure 4B). These results were replicated by Mack
& Palmeri by fitting DDMs to behavioral data from a visual categorization task performed
in both 2AFC and GNG versions (Mack & Palmeri, 2010).
Although DDMs are formally equivalent to optimal decision-making in a restricted class of
sequential choice problems (Wald & Wolfowitz, 1948), they do not explicitly represent and
manipulate uncertainty and cost, as we do in our Bayesian risk-minimization framework. In
particular, our framework allows us to predict that optimal behavior is well-characterized by
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Figure 5: DDM approximation to optimal decision-making model. Simplified DDMs were
fit to optimal model simulations of 2AFC and GNG behavior, and the best-fit parameters
compared between tasks. The DDM approximation for optimal GNG behavior shows a higher
decision threshold (B), and lower nondecision time (C), than the DDM approximation for
the 2AFC task. In addition, the rate of evidence accumulation was also lower for the GNG
fit (A).

a DDM with a time-varying threshold (Figure 4C), and that the restricted class of constant-
threshold DDMs are insufficient to fully explain observed behavior. Nevertheless, we can ask
whether our prediction is consistent with the empirical results obtained from DDM fits with
constant decision thresholds.
To answer this question,
we computed the best constant-threshold DDM approximations to optimal decision making
in the two tasks. We simulated the optimal model with a fixed set of parameters for both the
2AFC and GNG tasks, and then fit simplified random-walk models with 3 free parameters
(Figure 4A) to the output of our optimal model’s simulations. Figure5 shows that the best-
fitting DDM approximation for optimal GNG behavior has a higher threshold and a lower
offset parameter than the best-fitting DDM for optimal 2-choice behavior.
Thus, our results and those of Gomez et al. (Gomez et al., 2007) are conceptually consis-
tent; a prinicipal difference in the two tasks is the decision threshold, whereas the evidence
accumulation process is similar across tasks. However, our analysis explains precisely how
and why the thresholds in the two tasks are different: the GNG task has a time-varying
threshold that is lower than the 2-choice threshold, due to the difference in loss functions in
the two tasks. When optimal behavior is approximated by a simpler class of models (i.e.,
models with fixed decision threshold), the best fit to optimal GNG behavior turns out to be
a higher threshold and shorter nondecision time, as found by previous work (Gomez et al.,
2007; Mack & Palmeri, 2010).

Model Predictions

The Bayes-risk-minimization framework we propose readily lends itself to novel predictions
of choice behavior that can be verified experimentally. We present below some specific
predictions arising from our model of the GNG task. In particular, these predictions will
help distinguish between our proposed model and constant-threshold models such as the
DDM for behavior in the GNG task.

10



Figure 6: Relationship between RT and error rate. The figure shows average error rate of
model simulations on trials binned according to the associated response times, separately for
GNG and 2AFC. Model predicts higher error rates for early responses in the GNG task.

Figure 7: Influence of response deadline and cost of time on Go bias. The figures show the
decision threshold as a function of belief state across the 2AFC and GNG tasks. (A) As the
response deadline is increased, the decision threshold for GNG is lower at trial onset. (B) As
the cost of time is increased, the relative cost of time and error is changed, and the difference
between GNG and 2AFC thresholds is magnified.

A central prediction of our GNG model is the time-varying decision threshold, which is a
consequence of the opportunity cost of waiting on NoGo trials. Since the decision threshold
at any point in time is exactly equal to the accuracy of responses generated with that latency,
the error rate in the GNG task is a function of response time, with a higher error rate for
early responses. Figure 6 compares predicted average error rate for trials split into bins
according to RT, for both the GNG and 2AFC tasks. For the 2AFC task, error rates are
near-constant up until the response deadline where it increases steeply. In contrast, the GNG
error rate shows a U-shaped relationship with RT, where both early and late respones are
more error-prone. This nontrivial relationship between RT and choice accuracy is directly in
contrast to the RT-independent error rate predicted by constant-threshold models (Gomez
et al., 2007), and constitutes a testable prediction.
A second testable prediction of our model is that the decision threshold, and the associated
Go bias, is modulated by any factor that affect the opportunity cost on NoGo trials. For
example, Figure 7 shows predicted decision thresholds when extending the response deadline,
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Figure 8: Influence of deadline on error rate and RT. (A) 2AFC error rates are not signifi-
cantly affected by increasing the response deadline, for the parameter settings used in this
simuluation. (B) Bias towards the Go response in the GNG task is significantly exacerbated
by an increased response deadline. (C) Reaction times show a dissociation between the two
tasks – RT on correct trials decreases for the GNG task, and increases for the 2AFC task.

and when increasing the relative cost of time. As expected, both of these manipulations
produce a steep change in the decision boundary for the GNG task (Figure 7A-B). In contrast,
the initial decision threshold for the 2AFC task does not change when the response deadline is
extended, and is only minimally lowered when the cost of time is increased. These changes
are directly reflected in the RT and error rates in the two tasks. For example, with an
extended response deadline, 2AFC accuracy is not significantly affected, and RT shows a
slight increase (Figure 8A; C). In contrast, GNG accuracy is asymmetrically affected, with
a significant increase in the Go bias when the deadline is extended (Figure 8B). Again, in
contrast to the 2AFC behavior, RT on correct trials decreases as a result of the extended
deadline (Figure 8C). Similar results are predicted when the cost of time is increased (not
shown).

Discussion

Forcing a choice between two alternatives is a fundamental technique used to study a wide
variety of perceptual and cognitive phenomena. In many situations, the GNG variant of such
tasks may appear to have advantages, e.g., simplicity of response selection for experiments
in animals, or the removal of any potential response selection processes that may exist sepa-
rately from the decision process. However, careful behavioral contrasts (Gomez et al., 2007;
Bacon-Macé et al., 2007) and the theoretical analysis presented here show that, although the
underlying decision-making processes are common across the two tasks, systematic biases
are introduced by the use of the Go/NoGo paradigm.
When the optimal confidence threshold for this loss function is computed, our model makes
the non-intuitive prediction that the confidence criterion for generating a response increases
over time in the GNG task, favoring more error-prone, early responses. This time-varying
threshold explains the observed bias towards overt responses, as well as the shorter response
times in the GNG task. and find that the best-approximating GNG threshold is in fact
higher than the threshold used for the 2AFC task, with a corresponding lower nondecision
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time.
Taken together, our results suggest that systematic differences in RT and error rates between
2AFC and Go/NoGo tasks need not imply different underlying neural or cognitive processes.
In fact, common Bayes-optimal sensory and decision processes in the two tasks produce
asymmetries as a consequence of inherent reward structure asymmetries in the two tasks.
Nevertheless, the 2AFC task is to be preferred when the objective is to study the cognitive
process that distinguishes between two stimuli. If the GNG task is used instead, inferences
made about the underlying cognitive phenomenon, or its neural correlates thereof, must be
carefully scrutinized to account for these introduced biases.
Donders (Donders, 1969) originally suggested that various putative stages of mental pro-
cessing could be measured by subtracting out pairs of reaction times on simple, choice and
Go/Nogo tasks. For example, one might assume the existence of a response selection stage
subsequent to a decision stage, and estimate its duration by subtracting GNG RT from
2AFC RT. However, this subtraction scheme depends on multiple problematic assumptions,
including modular, isolated stages of processing, and the assumption of pure insertion (e.g.,
(Sternberg, 1969)), i.e., that processing stages are identical in duration across tasks. Using
Donders’ subtraction method would imply that the observed RT difference between the two
tasks is the “response selection time”, assuming motor execution times are similar (Miller &
Low, 2001). We do not explicitly model a response selection stage or process, although such
processes may indeed follow or accompany the decision-making process we model. Regard-
less, our analysis suggests that a principal source of the RT difference in the two tasks is in
fact the induced bias towards early, error-prone responses in the GNG task.
Our model for the GNG task has a single decision threshold associated with the overt re-
sponse, consistent with some early models proposed for the task (Smith, 2000; Sperling &
DOSHER, 1986; Grainger & Jacobs, 1996). In contrast, the extended DDM framework pro-
posed by Gomez et al. has an additional boundary associated with the NoGo response (cor-
responding to a covert NoGo response). Gomez et al. report that single-threshold variants
of the DDM provided very poor fits to the data. Although computationally and behaviorally
we do not require a covert-response or associated threshold, it is nevertheless possible that
neural implementations of behavior in the task may involve an explicit “NoGo” response.
Indeed, performance at the GNG task is also used as a measure of of behavioral inhibition
(see e.g., (Eagle, Bari, & Robbins, 2008) for a summary). It is conjectured that behavior
in the task recruits an additional executive control process that actively inhibits responses
when inappropriate. We propose that differences in the responses to Go and NoGo stimuli
may arise as a rational consequence of the asymmetric costs associated with the responses,
and that inter-individual differences in the task may therefore be driven by differences in
subjective valuations of time and accuracy. We have shown, in a closely related behavioral
inhibition task called the stop signal task), that behavior in the task and its variants are
be the outcome of rational decision-making based on cognitive factors such as perceived
rewards and stimulus statistics.(Shenoy & Yu, 2011) Interestingly, the Go/NoGo and stop
signal tasks show a very different neurophysiological and pharmacological response profile,
although they purportedly probe related cognitive processes (Swick, Ashley, & Turken, 2011;
Eagle et al., 2008); in other words, the brain activations and circuitry associated with suc-
cessfully withholding a response share similarities and differences in the two tasks (Swick
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et al., 2011). Further, the effect of pharmacological interventions are also different in the
two tasks (Eagle et al., 2008), leading some researchers to suggest that there may be two
different kinds of “behavioral inhibition” at work in the two tasks. A promising avenue for
future work is a computational “theory of behavioral inhibition”, that seeks to jointly explain
the behavioral and neurophysiological similarities and differences observed using these two
tasks.
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Abstract

Inhibitory control, a key component of executive function, is thought to be dysregu-
lated in conditions such as attention-deficit hyperactivity disorder and substance abuse.
Recent studies show that inhibitory control is modulated by various contextual factors
such as stimulus frequency and trial history, as well as atomoxetine (a norepinephrine
reuptake inhibitor). We propose that these effects reflect strategic adjustment to fluc-
tuations in stimulus expectancy. Specifically, we propose a rational decision-making
model for the stop signal paradigm, and show that dynamic adjustments in subjects’
internal expectancy of stop trials drive trial-by-trial variability in reaction time and
accuracy in the task. Consistent with our previous proposal that norepinephrine helps
to detect unexpected events, we hypothesize that it signals stop signal expectancy in
the context of the stop signal task. The model predicts that norepinephrine deple-
tion/elevation should increase/decrease stop errors and stopping latency, respectively.
These predictions match with observed inhibitory impairments in ADHD patients and
improvement upon atomoxetine administration. These results delineate the modula-
tory role of stimulus expectancy in inhibitory control, as well as the functional basis of
norepinephrine involvement in inhibitory control and dysfunction.
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Author Summary

Whether biting our tongue to stop an inappropriate comment, or resisting the temptation of
an extra piece of dessert, the healthy brain constantly employs inhibitory control in everyday
life to negotiate competing behavioral needs and objectives. However, inhibitory capacity,
as measured in experimental paradigms such as the stop signal task, varies significantly
across individuals, and even within an individual in different settings. In this work, we
use a Bayesian inference and decision-making framework to identify the underlying factors
that lead to across-subject and within-subject variability in inhibitory control. Our results
suggest that, in general, subjects maintain and continuously update expectancy about up-
coming stimuli (and the requisite responses), and that much of the across- and within-subject
variability can be traced to differences in this expectancy updating process. Furthermore,
we hypothesize that the neuromodulator norepinephrine plays a critical role in representing
stimulus expectancy in the brain. This explains the impaired inhibitory capacity of individ-
uals with Attention Deficit Hyperactivity Disorder, which is associated with norepinephrine
depletion. Conversely, it also explains why atomoxetine, an ADHD drug that elevates effec-
tive norepinephrine level, ameliorates such inhibitory deficits, not only in ADHD patients,
but also healthy humans and laboratory rats.
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Introduction

Inhibitory control, the ability to withhold or modify actions in response to dynamically
changing task demands, is a key element of executive control. Whether biting our tongue
to stop an inappropriate comment, or resisting the temptation of an extra piece of dessert,
the healthy brain constantly employs inhibitory control in everyday life to negotiate com-
peting behavioral objectives. Deficits in inhibitory control appear to underlie a number
of psychiatric conditions, including attention-deficit hyperactivity disorder (ADHD) [1, 2],
obsessive-compulsive disorder [3], and substance abuse [4]. Understanding the cognitive and
neurophysiological processes underlying inhibitory control is important for both basic and
clinical neuroscience.

While traditionally inhibitory control was often thought of comprising rather automatic
processes, a confluence of recent studies indicates that it is under the control of various
contextual and cognitive factors. For example, in the classic stop signal task [5], in which
a rare stop signal cues the withholding of a prepotent go response, an individual’s stopping
latency systematically varies according to stop signal frequency [6, 7, 8], trial history [6], and
the administration of atomoxetine [9, 10], a norepinephrine-reuptake inhibitor [11, 12].

Previously, we proposed that subjects decide whether to go or stop in the stop-signal task by
acting as rational decision-makers – continually weighing the relative values of stop and go
on a millisecond timescale based on an accumulating stream of noisy sensory evidence [13].
We also showed that reward/motivational effects in the stop-signal task [14] arise naturally
when subjects correctly internalize the experimentally imposed cost of stop and go errors
[13].

In this work, we utilize the same rational decision-making framework to examine how other
cognitive factors, e.g. stimulus expectancy and experienced stimulus history, affect stopping
behavior. This normative approach makes it possible to infer subjects’ prior knowledge and
behavioral goals from observed behavioral patterns. We collect data from human subjects
performing a version of the stop-signal task, and infer how they adjust their stimulus ex-
pectancy and decision policy on a trial-to-trial basis based on recent trial history. Building
on our previous proposal that norepinephrine signals unexpected uncertainty [15, 16], we
hypothesize that the impaired stopping ability in ADHD patients may arise from a deficient
anticipation of the unexpected stop signal, and atomoxetine improves stopping behavior via
increased subjective expectancy of the stop signal.

Results

The stop signal task typically involves discriminating a go stimulus that requires one of two
responses on each trial, followed by a stop signal, on a small fraction of trials, that instructs
subjects to withhold the go response (Figure 1A). On trials where a stop signal is presented
(stop trials), a go response is considered to be a stop error. Stop errors become increasingly
frequent as the onset asynchrony between the go and stop stimuli, the stop signal delay
(SSD), is increased [5, 17, 18]. Subjects are naturally discouraged from going too early
because they are more likely to make stop errors; they are also experimentally discouraged
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Figure 1: Task and Bayesian model schematics. (A) In a typical stop signal task, subjects
discriminate between two go stimuli (left and right arrows) on most trials, but have to
withhold their response on a small number of stop trials at the cue of a subsequently presented
stop signal. (B) Subjects’ trial-by-trial learning of stop trial frequency is modeled using the
illustrated generative process. The probability rk of a stop signal appearing on trial k is
assumed to be changeable in an unsignaled manner, and consequently evolves across trials.
Subjects receive veridical feedback on each trial indicating trial type (stop trial: sk = 1, go
trial: sk = 0), which can in turn be used perform Bayesian inference of the underlying stop
trial frequency rk.

to go too slow either via explicit feedback or some form of a response deadline on go trials.
Our rational decision-making model [13] provides a normative framework for negotiating the
various competing behavioral objectives in the task, thus explaining not just how subjects
respond to different contextual variables such as stop signal frequency [6, 7, 8], trial history
[6], and reward/motivational factors [14], but why they do so, as well as what the observed
behavioral patterns imply about the underlying cognitive and neural processes.

More concretely, this rational decision-making model [13] hypothesizes that subjects main-
tain a continually evolving, Bayes-optimal representation of stimulus category based on a
noisy sensory input stream, and make an instant-by-instant choice of whether to go or wait
one more time point, so as to minimize an average or expect cost function that takes into
account response delay and stop/go errors (see [13] and Methods for details). We have
shown that this rational decision-making model naturally gives rise to basic behavioral pat-
terns consistently observed in the stop-signal task, as well as strategic adjustments due to
reward/motivational manipulations [13].

In this work, we investigate the role of stimulus expectancy and the noradrenergic neuro-
modulatory system in inhibitory control. We expand the rational decision-making model
to include trial-by-trial processing, as well as presenting novel behavioral data, to explain
the contextual influences of stop signal frequency [6, 7, 8] and trial history [6] on inhibitory
control. We also connect these contextual factors to the role of norepinephrine in inhibitory
control, and, in particular, to inhibitory deficits in ADHD.
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Figure 2: Influence of stop signal frequency on stopping behavior. Top panels: model predicts
that as stop signals become more frequent (increasing values of r, the stop trial fraction),
the higher prior expectation of a stop signal increases go RT while decreasing stop errors.
Bottom panels: similar patterns observed in a monkey performing a saccade version of the
task, adapted from Emeric et al (2007).

Influence of stop signal frequency on stopping behavior

Manipulation of the base rate of stop trials has consistently shown that increasing stop
trial frequency results in an increase in go RT and decrease in stop error rate, whether the
manipulation is implicit through experienced trials [6, 14] or explicit through instruction or
a cue [8]. Within the context of our optimal decision-making model of inhibitory control,
this can be understood as a rational consequence of a higher expectancy (prior probability)
of encountering a stop signal: the ideal observer more readily detects a stop signal on a stop
trial, and requires more sensory data to override its prior bias toward a stop signal on a go
trial. Consequently, when we simulated the rational decision-making model, as stop trial
frequency is increased, the rational model’s go RT increases (Figure 2A), and stop error rate
decreases (shifts to the right as a function of SSD, Figure 2B). Figure 2C;D shows that a
macaque monkey behaves as predicted by the model in a saccade version of the stop signal
task (data from Emeric et al. [6]). Human subjects also show similar behavioral adjustments
as a function of stop trial frequency [14, 8].

Influence of trial history on stopping behavior

While the previous section established that prior expectation about stop signal appearance
can modulate stopping behavior, here we examine how such prior expectations can arise
based on trial-by-trial experience of stimulus type in the stop signal task. Go RT consistently
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Figure 3: Influence of trial history on go RT. (A) The Bayesian sequential prediction model
produces an iterative prior probability of the next trial being a stop trial (denoted as P (stop),
black line), which rises after a run of stop trials (red squares) and drops after a run of go
trials (green squares). (B) Bayes-optimal inference and decision model predicts go RT to
increase after a run of go trials, and decrease after a run of stop trials. (C) Similar sequential
effects are observed in human subjects. RT changes are shown relative to subject-specific
mean go RT; negative value indicates RT faster than a subject’s average. Data (n = 5)
adapted from Emeric et al (2007). The set of stop trial fraction values used in model and
experiment were identical.

speeds up after a run of go trials and slows down after a run of stop trials (Figure 3C), even
when these runs arise by chance [6, 7]. We interpret these sequential effects as reflecting
a dynamic adjustment of internal expectations based on recent trial history: a run of stop
trials elevates perceived stop trial frequency, while a run of go trials lowers it.

To examine sequential adjustments quantitatively, we adapt our previous Dynamic Belief
Model (DBM; see Figure 1B; based on Yu & Dayan [19]) to model sequential prediction of
stop trial likelihood as Bayesian inversion of a hidden Markov model that assumes trial type
(stop or go) to be stochastically generated according to an underlying Bernoulli rate param-
eter. The rate parameter undergoes Markovian non-stationarity, remaining the same from
trial to trial with probability α, and changing to a new value drawn from a constant prior
distribution with probability 1 − α (see Methods for details). We then insert the expected
value of stop signal frequency, which we denote as P (stop), into the rational decision-making
model [13], in place of the actual frequency r as in the last section, to generate predictions
for behavioral measures such as RT and stop accuracy. Such a dynamic adjustment policy
of stimulus expectation can enable the subject to learn stimulus statistics and improve per-
formance when stimulus frequencies can change over time (as in the base rate manipulation
experiments of last section). However, it can also leads subjects to “superstitiously” latch
onto chance patterns when the underlying statistics are truly stationary (as in Figure 3C).
Previously, we presented theoretical arguments for why subjects persist in these superstitious
tendencies in stationary context [19].

Figure 3A shows an example of this estimation process applied to a sample sequence of
simulated data: the expected likelihood of seeing a stop trial, P (stop), increases after each
observation of a stop trial, and decreases after a go trial. Using a Monte Carlo simulation of
the DBM, in combination with the rational decision-making model [13], we predict that go RT
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Figure 4: Sequential adjustment of RT and stop error (SE) rates. (A) Go trials were binned
by model prediction of subjects’ perceived trial-by-trial estimates of stop frequency (notated
here as P (stop) for convenience). Data are collapsed across 8 subjects, with the histogram
(inverted, lower panel) indicating the empirical distribution of inferred P (stop) (150 bins for
the 0-1 range of probability) across trials. The Bayesian model predicts a positive linear
relationship between RT and P (stop) (red circles are exact simulation results, red line is
best linear fit; y-axis scale on the right). Subjects also show a strong linear increase in go
RT with increasing P (stop) (black circles, errorbars = SEM); black line shows best linear
fit (r2 = 0.9, p < 10−10; y-axis scale on the left). (B) The model predicts a linear decrease
in SE rate with increasing P (stop) (values binned as in (A); red circles are exact simulation
results, red line is best linear fit; y-axis scale on the right). Subjects’ stop error rate was also
negatively correlated with P (stop) (black circles, errorbars = SEM); black line shows best
linear fit (r2 = 0.48, p < 0.001); y-axis scale on the left.

should decrease after a run of go trials, and increase after a run of stop trials (Figure 3B, see
Methods). A similar pattern of sequential effects is observed in human subjects performing
the stop-signal task (Figure 3C; data from Emeric et al. [6]).

The comparisons in Figure 3 establish a qualitative connection between the sequential stop-
frequency estimation method we propose, and go RT effects seen in behavioral data. To
examine this more quantitatively, we collected data from 8 subjects performing the stop
signal task, and used the DBM to infer their trial-by-trial expectation of the stop signal (see
Methods). We then examined their go RT and stop error rate as a function of estimated trial-
by-trial expectation of stop trial likelihood. Figure 4 summarizes the findings, comparing
experimental data to the Bayesian model’s predictions. The model predicts a positive, linear
relationship between go RT and expected probability of encountering a stop trial, and a
negative, linear relationship between stop error rate and P (stop) (Figure 4A;B). The same
strong linear relationships are observed in subjects’ go RT (Figure 4A) and stop error rate
(Figure 4B) data, plotted against the model’s estimation of P (stop) on each trial based on
subject’s experienced trial history. These data demonstrate that a significant proportion
of trial-to-trial variability (“noise”) in response time can be explained by human subjects’
making dynamic, finely tuned, and rationally motivated adjustments in their perceptual and
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decision strategy at a fine timescale.

Race model as neural approximation to Bayesian decision-making?

While the Bayesian model successfully accounts for trial-to-trial behavioral adjustments and
within-trial decision-making, it is unlikely that the brain exactly implements Bayes-optimal
computations in all scenarios. Instead, the brain is likely to have developed approximately
optimal, computationally simpler strategies, learned over either evolutionary or developmen-
tal timescales, for ecologically relevant contexts. One possible neural mechanism is suggested
by the popular race model [5], which assumes that the behavioral outcome (go or stop) on a
trial depends on a race between the finishing times of a go process and a stop process. The
go process is assumed to be stochastic, with a finishing time invariant between go and stop
trials, and directly reflected in go RT empirical distribution. The stop process is assumed to
have a mean processing latency from stop signal onset, termed the stop-signal reaction time
(SSRT), whose value is inferred from observed go RT and stop error distributions. SSRT
is a popular measure of stopping ability, with shorter SSRT implying greater facility at
withholding the prepotent go response despite a late presentation of stop signal. SSRT has
been measured to be longer in groups with inhibitory deficits: attention-deficit hyperactivity
disorder (ADHD) [20], obsessive-compulsive disorder [3], and substance abuse [2]. Further-
more, there appear to be two pathways, “movement” and “fixation” neurons, in the superior
colliculus and frontal eye field, that activate similar to the putative go and stop processes
respectively, when monkeys are engaged in an oculomotor stop-signal task [21, 22, 23].

Given the neural evidence for a race-like process, we examine here the computational re-
lationship between the Bayesian model and the race model. While algorithmically there is
no intrinsic SSRT, nor independent go and stop processes, in the rational decision-making
model, we can nevertheless parameterize a race model to best approximate rational decision-
making in different experimental settings. This allows us to examine how much compu-
tational cost is incurred by adopting a race model approximation, as well as having the
added benefit of being able to predict how parameters of the race model, and therefore re-
lated neural activities (e.g. movement and fixation neurons in oculomotor areas), ought to
change as a function of task demands and behavioral goals. Without this formal mapping,
the original race model alone could not have predicted a priori the parametric adjustments
subjects might make in respond to different contextual factors, such as the clear influence
of reward/motivation [14], stop signal expectancy [6, 8], trial history [6, 7], and atomoxetine
administration [9].

While the original race model was agnostic with respect to how stochasticity arises in go RT
[5], more recent work has hypothesized a drift-diffusion process [8]. We adopt a similar drift-
diffusion implementation (Figure 5A), where go RT is the outcome of a noisy accumulate-
to-threshold (diffusion) process, described by 3 parameters: the rate of diffusion, a threshold
for the process at which a go response is initiated, and a temporal offset representing non-
decision time (e.g. sensory and motor delays). SSRT, the single parameter controlling the
finishing time of the stop process, constitutes the fourth parameter.

To examine how prior expectation of stop signal, P (stop), affects parameters of the race
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Figure 5: Stop signal frequency and the race model. (A) Drift-diffusion extension of the
race model (Logan & Cowan, 1984) with four parameters: the rate of accumulation for the
go process, a threshold at which responses are generated, the non-decision time (offset) for
the go process, and SSRT. (B-E) Parameter settings for the DDM that best approximate
Bayesian decision-making when the overall stop trial fraction is set at 0.1, 0.34, 0.51, and
0.69. The DDM fits predict that SSRT should decrease as stop trials are more frequent.

model, we generate synthetic RT and error data from the Bayesian model, and find the
parameters for the race model that generates most similar empirical statistics (see Methods).
Note that this is a predictive procedure, and not a data-fitting procedure, because the race
model can leverage the fact that the Bayesian model explicitly represents P (stop) and needs
no tuning. Figure 5B-E show how the four parameters of the drift-diffusion race model ought
to be adjusted in the face of changing expected stop trial frequency. In particular, higher
stop signal expectancy should result in a graded decrease in SSRT, a prediction supported
by some experimental data [14]; in addition, the go process is predicted to have longer non-
decision latency (offset), higher threshold for responding, though also faster rate of drift
toward the bound, as stop trial expectation is increased. Figure 6 shows that the rational
decision-making model is well-approximated by the drift-diffusion approximation when its
parameters are adjusted as in Figure 5. These results provide testable predictions about
changes in activity profiles of neurons involved in stopping behavior [21, 22] as a function of
stop trial expectancy.

Norepinephrine and subjective expectation of stop signals

The noradrenergic neuromodulatory system appears to play a critical in the stop signal
task. Norepinephrine (NE) depletion, such as hypothesized in ADHD [24], has been associ-
ated with impaired stopping ability compared to healthy controls in the stop-signal task [20].
Conversely, the administration of atomoxetine, a NE-reuptake inhibitor, has been shown to
improve stopping latency (sometimes with concomitant increase in go RT) not only in ADHD
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Figure 6: Rational decision-making and race model approximation. The figure compares
the Bayesian model and drift-diffusion approximation as a function of the overall fraction of
stop trials, on the measures of stop error rate (A), go RT (B), and SSRT (C).

patients [25], but healthy humans [9, 10] and rodents [26, 27]. To account for the modulatory
influence of NE on stopping behavior, we hypothesize that NE modulates anticipated likeli-
hood of a stop trial, a form of unexpected uncertainty. We previously proposed NE signals
unexpected uncertainty, or the uncertainty induced by unexpected events violating default
expectations [15, 16], as a unified computational explanation of its wide-ranging role in the
sequential learning of stimulus and action contingencies, as well as anticipatory preparation
and attentional allocation [28, 29, 30, 31, 32]. In the context of the stop-signal task, where
the default expectation is the prepotent go stimulus-response, unexpected uncertainty is
elicited by the infrequent stop signal. The associated release of norepinephrine could pre-
pare downstream sensory, motor, and cognitive areas to select and execute an alternate plan
of action – stopping.

We simulate the effects of elevated and depressed levels of norepinephrine in the model
by inflating and deflating, respectively, the probabilistic expectation of a stop signal (i.e.
P (stop)). By seeding the rational decision-making model with different prior expectations
of stop trials, we make quantitative predictions of behavioral changes when norepinephrine
is elevated (e.g. via atomoxetine administration) or depressed (e.g. as possibly in ADHD
[24]). The model (see Methods) predicts improved stopping latency (SSRT) and increased
go RT when atomoxetine is administered (Figure 7A), with the effects being dose-dependent
(Figure 7C). Figure 7B;D show that rats administered atomoxetine show a similar pattern
of behavioral alterations (data adapted from Bari et al. [27] and Robinson et al. [26]).
ADHD patients [25] and healthy humans [9] respond similarly to atomoxetine (though also
see Nandam et al. [33]).

Discussion

We have shown that Bayes-like stimulus prediction across trials, combined with rational
decision-making within each trial, can account for a number of contextual influences in the
stop signal task. In our computational model, an increase in perceived stop signal frequency
affects inhibitory behavior in two ways: the stop stimulus is detected more rapidly (due to
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Figure 7: Effect of atomoxetine on stopping behavior. (A) The Bayesian model predicts that
atomoxetine (Ato) administration), computationally realized as multiplicatively elevating
stop signal anticipation, P (stop), results in decreased stopping latency (SSRT; left) and
increased go RT (right). (C) The model predicts SSRT to decrease dose-dependently with
atomoxetine administration. (B) Atomoxetine decrease SSRT and increase go RT in rats
(data adapted from Bari et al, 2009). (D) The effects of atomoxetine are dose dependent
(data adapted from Robinson et al, 2008).

heightened prior expectation of stop signals), and (2) go RT is lengthened to avoid excessive
stop errors. This is a rational tradeoff – the drop in stop errors on average win out over
the increase in go RT, because of the anticipated relative preponderance of stop trials.
Our experimental data demonstrates that subjects are highly sensitive to this tradeoff, and
adjust their response strategy from trial to trial so as to continually maximize expected
gain. This interpretation unifies a range of experimental results as a direct consequence of
dynamically adjusted anticipatory control–behavioral adjustments in response to stop signal
frequency [6], trial-by-trial behavioral “fluctuation” as a consequence of recent stimulus
history [6, 7], the functional link between inhibitory deficit and noradrenergic depletion such
as in ADHD patients, and improvement of inhibitory control by pharmacological agents such
as atomoxetine [9, 25, 26].

It is important to note that while there appears to be a rational basis for contextual sensi-
tivity in the stop-signal task, our work does not imply that subjects undergo conscious or
cognitive reasoning to arrive at these “strategic” responses. Indeed, the rapid timescale of
the behavioral adjustments, as well as the cross-species systematicity in anticipatory control,
suggest that the necessary computations are implemented without cognitive awareness. It
may well be that the brain developed these useful responses over the evolutionary or de-
velopmental timescale. Relatedly, despite the good correspondence between experimental
data and predictions from the Bayesian inference and decision-making model, this work does
not imply that the brain explicitly represents/computes probabilities or action costs. The
correspondence merely suggests that the brain implements neural mechanisms that perform
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comparable to the optimal procedure in specific experimental conditions, whether it is em-
ploying the service of a system-wide signal such as norepinephrine or two opponent neural
pathways that respectively engage the go or stop responses.

Historically, the race model has often been used used to analyze behavior in the stop signal
task, and the associated estimation of stopping latency or SSRT is often used as an index
of inhibitory capacity. For instance, individuals affected by ADHD, obsessive-compulsive
disorder, and schizophrenia have longer measured SSRTs (see Lipszyc & Schachar [20] for
a meta-analysis). As we showed here and in our previous work [13], SSRT can be seen as
an emergent property of rational decision-making, i.e., SSRT changes can be predicted by
adjusting behavior rationally in various experimental contexts. This critical insight allows us
to make the connection between pharmacological intervention and perceived stimulus proba-
bilities in the task, and to predict the induced SSRT changes. In the case of ADHD patients,
we suggest that potential noradrenergic depletion [24] results in an under-estimation of the
perceived likelihood of the unexpected stop signal, and therefore the observed improvement
in SSRT from atomoxetine administration arises from paying greater attention to rare task-
relevant stimuli.

We now turn to the physiological mechanisms by which atomoxetine influences inhibitory
control. It is known that atomoxetine increases extracellular levels of NE in the prefrontal
cortex and other cortical areas [11, 12]. However, the effect of atomoxetine on task-related
NE release is less well understood, although some evidence points to increased task-specific
activation [10, 34, 35]. For example, Chamberlain et al. show that atomoxetine increases
BOLD activity in the right inferior frontal gyrus on stop trials in the stop signal task [10].
Modafinil, a psychostimulant that also affects the norepinephrine transporter [36], is thought
to increase task-related phasic activity of locus coeruleus neurons (LC, the principal source
of NE in the cortex), while suppressing overall tonic activity [34]. How do the tonic and
phasic modes of LC neural firing [37] cooperate in influencing inhibitory control? Previously,
we proposed that phasic LC-NE activity represents unexpected uncertainty within a well-
established task context in response to stimuli [16]–for example, the probability of a stop
signal as modeled in this paper, or an oddball or rare target event [38, 29]. In contrast,
tonic NE signals a broader uncertainty about the relevance of the task context or stimulus-
action-reward mappings [15], encouraging further exploration of the environment [37]. This
computational perspective, as well as experimental evidence, suggests that phasic and tonic
NE are in cooperative balance (see Aston Jones et al. [37] for a review), enabling learning
about task-relevant stimulus frequency at short and long timescales.

While this work has primarily focused on the role of norepinephrine in inhibitory control,
in reality it works in concert with the cortical regions that it targets. Neurophysiological
experiments have demonstrated that neurons in the supplementary eye field (SEF) monitor
stimulus history in a saccadic stop signal task, with their firing rates changing trial-by-trial
in response to trial history [39, 40]. SEF neuron activity strongly correlates with a moving-
window estimate of stop trial frequency, and therefore tracks stimulus probabilities, either
directly via or in cooperation with the LC. Another critical area implicated in monitoring
behavior is the anterior cingulate cortex (ACC), which has dense projections to LC and is
one of two principal cortical regions that do so [37]. The role of ACC in executive function
has variously been attributed to conflict [41], and error monitoring [42]; however, in the
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context of the stop signal task, conflict and errors are confounded with each other, and
with the probability of encountering a stop signal. In recent work (Ide, PS, AJY, & Li,
unpublished), we show that activity in dorsal ACC is explained by expectation violation–
the difference between the expectation (probability) of the stop signal, and the observed
event, whether go or stop trial. Given the strong reciprocal connectivity between ACC and
LC [37], it is likely that dACC cooperates with the LC-NE system to encode information
about unexpected uncertainty and the need for behavioral adaptation.

Besides norepinephrine, pharmacological studies have also implicated other neuromodula-
tors, such as dopamine and serotonin, in inhibitory control. For example, Bari et al. [27]
catalog a series of experiments in rats performing the stop signal task and demonstrate differ-
ential effects of selective reuptake inhibitors for dopamine, norepinephrine and serotonin on
behavior. Further, these pharmacological manipulations have differential effects [43] on the
stop signal task and the the Go/NoGo task [44], a closely related task also thought to engage
the faculty of behavioral inhibition. An important goal for our future work is to analyze the
computational role of other neuromodulatory systems in inhibitory control [33, 45].

Methods

Behavioral experiment

To examine the effects of sequential stimulus frequency estimation on inhibitory behavior,
we collected data from 8 subjects performing a version of the stop signal task. Subjects
were recruited from the undergraduate population in Cognitive Science at the University
of California, San Diego, and received credit for participation. Subjects were trained on a
random-dot motion discrimination task that has been used extensively to study the theo-
retical and neurobiological basis of perceptual decision-making (see e.g., Gold & Shadlen
[46] for a recent review). On each trial, subjects were presented with a circular patch of
dots, where a fraction of the dots moved coherently towards the left, or the right. The re-
maining dots moved in random directions. Trials were equally likely to contain right-moving
or left-moving stimuli, and subjects were instructed to press the appropriate arrow key on
a keyboard to indicate the direction of coherent motion. The coherence was chosen in a
pilot study to produce low discrimination error rates (5-10% in our subjects). There was a
deadline of 1.2s for the go response, indicated by a vertical bar that shrunk in height until it
disappeared at the deadline. Not responding before the deadline on a go trial constituted a
go omission error, while choosing the wrong alternative constituted a go choice error. Stop
signals were presented as auditory beeps on a randomly selected 25% of the trials. If no re-
sponse is recorded for 1.2s after go stimulus presentation, it is considered a correct stop trial;
otherwise, it is considered a stop error trial. On stop trials, the stop signal was presented
at a delay drawn uniformly at random from the following set: (0.1s, 0.2s, 0.3s, 0.4s, 0.5s,
0.6s). We established a clear reward structure using a points scheme: the 1.2s of trial time
counted as 100 points, with subjects earning points equivalent to the time remaining before
deadline when they respond. Each correct trial earned 50 points, while all error trials (go
choice errors, go omission errors, and stop errors) resulted in -50 points. After the response
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period, subjects received auditory feedback as well as text feedback with the points they
earned on the trial.

While typical stop-signal experiments use square-vs-circle discrimination for the go stimulus,
we chose the random dot task for ease of controlling and measuring noise/discriminability
over time and across difficulty levels. Figure B shows that the average inhibition function,
or stop error rate versus SSD, exhibits the classic sigmoidal trend of increasing SE rate with
respect to SSD. The average stop error rate across subjects for the SSDs used was 40%, and
the average SSRT was 229ms ± 29ms (SEM). Subjects maintained a high level of accuracy
(90− 95%) for the random-dot go stimulus discrimination component.

Learning and prediction of stop-signal frequency

A critical factor affecting behavior in the stop signal task is the prior expectation of stim-
ulus type at the outside of the trial (denoted as P(stop) in the main text). Evidence of
sequential adjustments in RT suggest that this quantity is learned and continually updated
from experienced trial sequences. We previously developed a dynamic belief model (DBM)
for estimating stimulus frequency, to account for sequential effects in human response times
at simple decision-making tasks [47]. Here, we adapt DBM to the stop-signal task.

Figure 1B illustrates the generative model, based on which we propose subjects estimate
the hidden variable r. The model assumes that the trial type on trial k, denoted as sk (=1
for stop trial, =0 for go trial; for simplicity, we assume there is no perceptual confusion
about trial type upon completion of the trial) is Bernoulli distributed with rate parameter
rk, and is independent of the other trials given rk. The stop signal frequency is subject to
unsignaled changes: with probability α it stays the same as last trial; with probability 1−α,
it is re-sampled from a prior distribution p0(r). In simulations, we choose p0(·) to be a Beta
distribution with a bias towards small r (Beta(2.5, 7.5)).

To infer the current posterior distribution over rk given experienced trials, sk , (s1, . . . , sk),
we apply Bayes’ Rule:

p(rk|sk) ∝ P (sk|rk)p(rk|sk−1) . (1)

The predictive distribution p(rk|sk−1) on the right hand side is a mixture of the previous
trial’s posterior distribution and the prior distribution, with α and 1−α acting as the re-
spective mixing coefficients:

p(rk|sk−1) = αp(rk−1|sk−1) + (1− α)p0(rk) . (2)

This reveals the iterative procedure by which the posterior distribution can be updated after
each trial.

To compute the predicted likelihood of trial k being a stop trial based on observations up to
the last trial sk−1, denoted as P(stop) in the main text, we note that

P (sk = 1|sk−1) =

ˆ
P (sk = 1|rk)p(rk|sk−1)drk =

ˆ
rkp(rk|sk−1)drk = 〈rk|sk−1〉 . (3)

In other words, the predicted likelihood of a stop trial is just the expectation (mean) of the
predictive distribution p(rk|sk−1).
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Figure 8: Random dot version of the stop signal task and basic behavioral data. (A) In
the generative model for within-trial sensory inference, we assume two separate streams of
observations, xt, yt, are associated with the go and stop stimuli respectively. xt depends on
the identity of the target, d ∈ 0, 1. yt depends on whether the current trial is a stop trial,
s ∈ 0, 1, and whether the stop signal has already appeared by time t, zt ∈ 0, 1. (B) Inhibition
function for human data we collected: stop error rate increased as a function of stop signal
delay, consistent with classic results in the task.

In our experiments, we used a Beta prior with a preference towards low values of rk,
Beta(2.5, 7.5), for the prior distributionp0(·). The mixture coefficient α was set to 0.75
based on our previous results [19]. We also implemented a computationally simpler alter-
native to DBM using a best-fitting exponential linear filter on previous occurrences of the
stimulus, instead of doing the nonlinear Bayesian computations. Previously, we showed that
the computations required by DBM are well approximated by an exponential linear filter
with appropriately tuned parameters [19]. We were therefore not surprised to find that the
linear filter model produced behavioral predictions statistically indistinguishable from DBM
(data not shown).

Rational decision-making in the stop signal task

We assume that subjects sequentially update their beliefs about stop signal frequency rk
according to the Bayesian procedure described in the last section, and incorporate this prior
into a rational decision process we previously proposed to underlie within-trial computations
[13]. Details of this rational decision-making model can be found in Shenoy & Yu (2011);
we summarize the key elements here and highlight how the trial-by-trial DBM sequential
prediction model interacts with the within-trial rational decision-making model.

Our Bayesian ideal observer assumes that subjects maintain a continually evolving, Bayes-
optimal belief state about stimulus properties, and that they make an optimal decision
between go and wait at each moment in time as a function of their belief state, in order
to minimize the average (expected) cost of response delay (time+energy+opportunity cost),
stop errors, and go errors. The belief state (ptd, p

t
s) consists of the posterior probability of

the go stimulus requiring a response 1 (versus 0) and the stop signal being present (versus
absent), respectively – it is updated at each instant t (where t indexes a small temporal
increment on the order of 10− 20ms) by inverting the generative model in Fig. via Bayes’
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Rule. The likelihood functions are assumed to be symmetric Bernoulli distributions, with
rate parameters λg and λs specifying the detectability of go and stop stimuli, respectively.
The prior over d reflects equal prevalence of the two alternatives in the go discrimination task:
P (d= 1) = .5. The prior probability of the current trial being a stop trial is the predictive
probability obtained from the DBM model for sequential estimation stop signal frequency:
P (s= 1) = P (sk = 1|sk−1). The stop signal appears at a stochastic time θ (SSD) under an
assumption of constant hazard rate.

The average cost function has the form:

Lπ = c〈τ〉+ csrP (τ <D|s=1) + (1−r)P (τ <D, δ 6=d|s=0) + (1−r)P (τ=D|s=0) (4)

where τ is go response time, δ is the chosen go response, c parameterizes time cost, and
cs parameterizes stop error penalty (go error penalty is set to be 1, as only the relative
magnitudes of these costs matter). The policy π maps each value of the belief state (pd, ps)
at time t into the action space (go, wait), thus controlling both the distribution of response
times and errors, and in turn the overall expected cost. We compute the optimal policy
using dynamic programming (up to discretization of the belief state space) [48].

SSRT estimation for the rational decision-making model

The race model assumes that behavioral outcome (go or stop) on a trial depends on a
race between the finishing times of a go process and a stop process. It proposes some
minimal assumptions under which the (not directly observable) SSRT can be estimated from
behavioral data: go and stop processes are independent (specifically, the go process does not
differ between go and stop trials), and that the stop process can be well characterized using
a single parameter, its mean processing time or SSRT. The race model assumes that the
finishing time of the stop process is a sum of SSD and SSRT, and that stop errors arise when
the go process finishes before the stop process. Thus, the stop error rate at a particular SSD
is the area under the go RT distribution up to SSD+SSRT. Although SSRT is not an intrinsic
component of our optimal model, we can nevertheless estimate it as an empirical measure
based on go RT and stop error distributions generated from Monte Carlo simulations of the
model. We use a range of SSD’s for each simulation condition, and find the SSD at which
the model makes 50% stop errors, then subtract that SSD from the median of the go RT
distribution to obtain the SSRT.

Race model approximation of the rational decision-making model

We approximate the rational decision-making model by extending the race model [5] as a
random walk model, the discrete analog of the well-studied drift-diffusion model long used
to model reaction times [49, 50, 51, 52, 46, 53]. In our implementation (Figure 5), the
go process consists of a constant drift rate with a starting point or offset, and additive,
cumulative Gaussian noise on each time step of a trial. The stop process is modeled as a
fixed-latency process with a corresponding latency parameter (SSRT ), to closely mirror the
assumptions underlying the actual estimation of SSRT in practice [5].
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The basic random-walk model has the following form:

k(t+ 1) = k(t) + b+ w (5)

with drift parameter b, and Gaussian white noise w ∼ N (0, σ2). We assume that a go
decision is made when k(τ) first crosses the threshold h or −h, whichever first (the side
determines which of the two go responses is chosen). The simulated RT for a trial is τ + τ0,
where τ0 is a temporal offset parameter denoting non-decision time [51, 53]. For b> 0, the
response is correct if h is first crossed, and incorrect if −h is first crossed; vice versa if b < 0.

In addition to the three parameters for the go process, SSRT constitutes a fourth parameter,
determining the finishing time of the stop process (it finishes at time SSD+SSRT after the
go stimulus onset). On stop trials, if τ + τ0 < SSD+SSRT, an error response occurs at
τ + τ0; otherwise, it is a correct stop trial and τ is assumed to take on the value ∞. To
approximate optimal decision-making with this race model implementation, we choose a
parameterization θ , (b, h, τ0, SSRT) so that the joint distribution of RT and choice based
on simulation of the optimal model, popt(τ, δ), is well-approximated by that of the race model
p(τ, δ|θ). Specifically, we choose model parameters that minimize the KL-divergence between
the two distributions (or equivalently, maximizing the likelihood of observing the empirical
statistics of the optimal model by a particular setting of the race model):

θ∗ = argmin
θ

KL[popt(τ, δ), p(τ, δ|θ)]

≈ argmax
θ

n∑
i=1

log p(τi, δi|θ) where (τi, δi) ∼ popt(τ, δ) (6)

The expectation of the log likelihood ratio 〈log p(τ, δ)/p(τ, δ|θ)〉 under the distribution p(τ, δ)
is approximated by a finite sum based on samples from p(τ, δ). For a given setting of θ, we
compute p(τ, δ|θ) exactly, up to a discretization of values of k(t), by convolving p(k(t))
with Gaussian noise and removing probability mass beyond both thresholds at the next
timestep, to get p(k(t + 1)). This gives p(τ, δ|θ) on go trials. On stop trials, we truncate
the distribution at SSD+SSRT, which then gives us both the stop error rate and error RT
distribution on stop trials, for each SSD. We evaluate eq. 6 using n= 10000 samples from
the optimal model, {(τi, δi)}ni=1, and use Matlab’s fmincon function to find the best-fitting
parameter θ for different simulations of the optimal model corresponding to the stop signal
frequency r = {0.1, 0.3.0.50.7}.
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